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Hybrid Retrieval-Augmented Generation for Multi-Language Codebases
Ragex is an MCP (Model Context Protocol) server that analyzes codebases using compiler output and language-native tools to build comprehensive knowledge graphs. It enables natural language querying of code structure, relationships, and semantics.
Features
  Foundation
    ▸ MCP Server Protocol: Full JSON-RPC 2.0 implementation over both stdio and socket

    ▸ Elixir Code Analyzer: AST-based parser extracting modules, functions, calls, and dependencies

    ▸ Knowledge Graph: ETS-based storage for code entities and relationships

    ▸ MCP Tools:

      ▹ `analyze_file`: Parse and index source files

      ▹ `query_graph`: Search for modules, functions, and relationships

      ▹ `list_nodes`: Browse indexed code entities  Multi-Language Support
    ▸ Erlang Analyzer: Uses `:erl_scan` and `:erl_parse` for native Erlang AST parsing

    ▸ Python Analyzer: Shells out to Python's `ast` module for comprehensive analysis

    ▸ Ruby Analyzer: Uses Metastatic Ruby adapter (parser gem) with native fallback

    ▸ JavaScript/TypeScript Analyzer: Regex-based parsing for common JS/TS patterns

    ▸ Auto-detection: Automatically detects language from file extension

    ▸ Directory Analysis: Batch analyze entire projects with parallel processing

    ▸ File Watching: Auto-reindex on file changes

    ▸ Supported Extensions: `.ex`, `.exs`, `.erl`, `.hrl`, `.py`, `.rb`, `.js`, `.jsx`, `.ts`, `.tsx`, `.mjs`  Semantic Search 
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    Changelog

All notable changes to this project will be documented in this file.
The format is based on Keep a Changelog,
and this project adheres to Semantic Versioning.
0.11.0
Changed
mix ragex.chat — agent-based RAG via Ragex MCP tools
User queries are now answered exclusively by the agent executor (ReAct loop)
instead of the previous two-path approach (pipeline first, agent fallback).
The AI actively calls Ragex MCP query tools (hybrid_search, semantic_search,
read_file, query_graph, find_callers, etc.) to retrieve relevant code
context before composing its answer.  This means the AI drives the retrieval
rather than having pre-fetched context injected on its behalf.
Behavioural changes:
	The --strategy option is accepted for compatibility but no longer has any
effect; all queries go through the agent ReAct loop.
	Blocking Core.chat/3 is always used (not streaming) to ensure tool-call
responses are captured correctly on providers that mix content and tool_call
deltas (e.g. DeepSeek R1).
	The conversation system prompt no longer caps tool calls at 2-3 per turn;
the AI may call as many tools as needed for a thorough answer.
	The old render_stream / Pipeline.stream_query path has been removed.

mix ragex.audit — AI report enriched with RAG evidence retrieval
The AI assistant generating the audit report can now call read-only Ragex MCP
query tools to retrieve concrete code-level evidence for its findings (e.g.
quote an actual function body, confirm a circular dependency path, or check
coupling metrics) rather than being limited to the pre-computed statistics
alone.
The tool set passed to the executor is restricted to ToolSchema.rag_tool_names/0
(10 read-only tools: read_file, semantic_search, hybrid_search,
query_graph, list_nodes, find_callers, find_paths,
find_circular_dependencies, coupling_report, graph_stats).  Heavy
re-analysis tools are excluded so the pipeline is not re-triggered.
Added
	ToolSchema.rag_tool_names/0 — returns the list of 10 read-only RAG query
tool names.
	ToolSchema.rag_query_tools/1 — returns those tools formatted for a given
AI provider (:openai, :anthropic, :deepseek_r1, :ollama).

Planned
	Additional language support (Go, Rust, Java)
	Cross-language refactoring via Metastatic
	Production optimizations
	Enhanced semantic analysis for advanced refactoring operations

0.2.0 - 2026-01-27
Added
	Comprehensive library packaging for Hex publication
	ExDoc documentation generation with logo and assets
	Module grouping and documentation extras
	Quality aliases for CI/CD integration
	Dialyzer configuration with ignore patterns

Changed
	Updated project structure to library format
	Enhanced mix.exs with package metadata
	Improved dependency management
	Updated Metastatic dependency to ~> 0.5

0.1.0 - 2026-01-24
Added
Core Features
	MCP Server Protocol: JSON-RPC 2.0 over stdio and socket
	Multi-language code analysis (Elixir, Erlang, Python, JavaScript/TypeScript)
	Knowledge graph with ETS-based storage
	Local ML embeddings via Bumblebee (sentence-transformers/all-MiniLM-L6-v2)
	Semantic search and hybrid retrieval (RRF)
	Advanced graph algorithms (PageRank, centrality, community detection)

Code Editing Capabilities
	Safe file editing with atomic operations and backups
	Multi-language syntax validation
	Multi-file atomic transactions
	Semantic refactoring (rename function/module)
	Advanced refactoring operations (8 types: extract_function, inline_function, etc.)
	Format integration (mix, rebar3, black, prettier)

Analysis & Quality
	Code duplication detection (AST-based Type I-IV clones)
	Dead code detection (interprocedural + intraprocedural)
	Dependency analysis and coupling metrics
	Impact analysis with risk scoring
	Automated refactoring suggestions with RAG-powered advice

AI Features
	AI-enhanced validation error explanations
	Refactoring preview with risk assessment
	Dead code false positive reduction
	Semantic Type IV clone detection
	Architectural insights for coupling/dependencies
	Feature flags with graceful degradation
	Automatic caching (3-7 day TTLs)

Production Features
	Custom embedding models (4 pre-configured)
	Embedding persistence and caching
	Incremental updates with file tracking
	Path finding limits for dense graphs
	MCP streaming notifications
	Graph visualization (Graphviz DOT, D3.js JSON)

MCP Tools (15 total)
	Code analysis: analyze_file, analyze_directory, query_graph, list_nodes
	Semantic search: semantic_search, hybrid_search, get_embeddings_stats
	Graph algorithms: find_paths, graph_stats, betweenness_centrality, closeness_centrality, detect_communities, export_graph
	Code editing: edit_file, validate_edit, rollback_edit, edit_history, edit_files, refactor_code, advanced_refactor
	Analysis: find_duplicates, find_similar_code, find_dead_code, analyze_dead_code_patterns
	Quality: analyze_dependencies, find_circular_dependencies, coupling_report, analyze_quality, quality_report, find_complex_code
	Impact: analyze_impact, estimate_refactoring_effort, risk_assessment
	Suggestions: suggest_refactorings, explain_suggestion
	AI features: validate_with_ai, preview_refactor (AI-enhanced)

MCP Resources
	Graph statistics, cache status, model configuration
	Project index, algorithm catalog, analysis summary

MCP Prompts
	Analyze Architecture (shallow/deep)
	Find Impact, Explain Code Flow

Documentation
	Comprehensive README with features overview
	ALGORITHMS.md: Graph algorithm reference
	ANALYSIS.md: Code analysis guide
	SUGGESTIONS.md: Refactoring suggestions guide
	CONFIGURATION.md: Configuration reference
	PERSISTENCE.md: Caching and persistence
	PROMPTS.md: MCP prompts guide
	RESOURCES.md: MCP resources reference
	STREAMING.md: Streaming notifications guide
	USAGE.md: Usage examples
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    Ragex Usage Guide

Version: 0.2.0
Date: December 30, 2025
Complete guide to using Ragex, the Hybrid RAG system for intelligent codebase analysis and manipulation.
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Quick Start
Installation
# Clone the repository
git clone https://github.com/your-org/ragex.git
cd ragex

# Install dependencies
mix deps.get

# Compile the project
mix compile

First Run
# Start the Ragex MCP server
mix run --no-halt

# The server will:
# - Initialize the knowledge graph
# - Load the embedding model (first run downloads ~90MB)
# - Start listening on stdin/stdout for MCP commands

Quick Test
# In another terminal, use the MCP protocol:
echo '{"jsonrpc":"2.0","method":"tools/list","id":1}' | mix run --no-halt

MCP Integration
Ragex implements the Model Context Protocol (MCP) for seamless integration with AI assistants.
Connecting to Claude Desktop
Add to your Claude Desktop configuration (~/Library/Application Support/Claude/claude_desktop_config.json on macOS):
{
  "mcpServers": {
    "ragex": {
      "command": "mix",
      "args": ["run", "--no-halt"],
      "cwd": "/path/to/ragex"
    }
  }
}
Available Tools
Ragex exposes 17 MCP tools across 4 categories:
Analysis Tools (5)
	analyze_file - Parse and index source files
	analyze_directory - Batch analyze entire projects
	query_graph - Search for code entities
	list_nodes - Browse indexed entities
	watch_directory - Auto-reindex on file changes

Search Tools (4)
	semantic_search - Natural language code search
	hybrid_search - Combined symbolic + semantic search
	get_embeddings_stats - ML model statistics
	find_paths - Call chain discovery

Graph Tools (2)
	graph_stats - Comprehensive analysis
	list_watched - View watched directories

Editing Tools (6)
	edit_file - Safe single-file editing
	validate_edit - Preview validation
	rollback_edit - Undo edits
	edit_history - Query backups
	edit_files - Multi-file transactions
	refactor_code - Semantic refactoring


How Do I Benefit From Ragex When Editing Elixir Project in VIM
Ragex can significantly enhance your VIM workflow for Elixir development through several integration approaches.
1. Language Server Integration
Via ElixirLS + MCP Bridge:
Ragex complements ElixirLS by providing semantic code understanding that goes beyond traditional LSP capabilities.
" In your .vimrc or init.vim
" Configure ElixirLS first, then add Ragex integration

" Example function to query Ragex from VIM
function! RagexSemanticSearch(query)
  let l:cmd = 'echo ' . shellescape(json_encode({
        \ 'jsonrpc': '2.0',
        \ 'method': 'tools/call',
        \ 'params': {'name': 'semantic_search', 'arguments': {'query': a:query, 'limit': 10}},
        \ 'id': 1
        \ })) . ' | mix run --no-halt'
  let l:result = system(l:cmd)
  return json_decode(l:result)
endfunction
2. Code Navigation
Find definitions and usages semantically:
" Add to your VIM config
nnoremap <leader>rf :call RagexFindFunction()<CR>
nnoremap <leader>rc :call RagexFindCallers()<CR>
nnoremap <leader>rs :call RagexSearch(expand('<cword>'))<CR>

function! RagexFindFunction()
  " Get function under cursor and find its definition
  let l:word = expand('<cword>')
  " Query Ragex graph for function definition
  " Open result in quickfix window
endfunction
Benefits:
	Semantic search beyond grep/ctags
	Find functions by behavior description
	Discover call chains between functions
	Navigate complex codebases faster

3. Refactoring Support
Safe rename operations:
" Rename function across entire project
command! -nargs=1 RagexRename call RagexRenameFunction(<f-args>)

function! RagexRenameFunction(new_name)
  let l:module = RagexGetCurrentModule()
  let l:func = expand('<cword>')
  let l:arity = RagexGetFunctionArity()
  
  " Call Ragex refactor_code tool
  let l:request = {
        \ 'operation': 'rename_function',
        \ 'module': l:module,
        \ 'old_name': l:func,
        \ 'new_name': a:new_name,
        \ 'arity': l:arity,
        \ 'scope': 'project',
        \ 'validate': v:true,
        \ 'format': v:true
        \ }
  
  " Execute and reload affected buffers
endfunction
What you get:
	Project-wide refactoring from VIM
	Automatic validation and formatting
	Rollback capability if issues occur
	No partial updates (atomic transactions)

4. Intelligent Code Completion
Enhance completion with semantic context:
" Use with VIM's omnifunc or completion plugins
setlocal omnifunc=RagexComplete

function! RagexComplete(findstart, base)
  if a:findstart
    " Find start of completion
    return col('.') - 1
  else
    " Query Ragex for semantically relevant functions
    let l:context = getline('.')
    let l:results = RagexSemanticSearch('functions related to ' . a:base)
    return l:results
  endif
endfunction
5. Quick Documentation Lookup
" Show function details from knowledge graph
nnoremap K :call RagexShowDoc()<CR>

function! RagexShowDoc()
  let l:word = expand('<cword>')
  " Query Ragex for function details
  " Display in preview window with:
  " - Function signature
  " - File location
  " - Callers and callees
  " - Semantically similar functions
endfunction
6. Automated Workflows
Watch and auto-analyze on save:
" Auto-analyze file on save
autocmd BufWritePost *.ex,*.exs call RagexAnalyzeFile(expand('%:p'))

function! RagexAnalyzeFile(filepath)
  " Trigger Ragex analysis
  " Update knowledge graph
  " Regenerate embeddings for changed code
endfunction
7. Project Setup
Initial Ragex setup for VIM workflow:
# 1. Start Ragex in background (in project root)
cd /path/to/elixir/project
mix run --no-halt > /tmp/ragex.log 2>&1 &
echo $! > /tmp/ragex.pid

# 2. Initial analysis
echo '{"jsonrpc":"2.0","method":"tools/call","params":{"name":"analyze_directory","arguments":{"path":".","recursive":true,"extensions":[".ex",".exs"]}},"id":1}' | nc localhost 5555

# 3. Enable watching
echo '{"jsonrpc":"2.0","method":"tools/call","params":{"name":"watch_directory","arguments":{"path":".","extensions":[".ex",".exs"]}},"id":2}' | nc localhost 5555

Add to your project's .vimrc.local:
" Project-specific Ragex configuration
let g:ragex_project_root = getcwd()
let g:ragex_enabled = 1

" Load Ragex VIM integration
source ~/.vim/ragex.vim
8. Integration with Existing Plugins
Works alongside:
	ElixirLS: Traditional LSP features (diagnostics, basic completion)
	vim-test: Run tests, Ragex finds related test files
	fzf.vim: Combine fuzzy finding with semantic search
	ALE/Syntastic: Linting + Ragex validation
	vim-projectionist: Navigation + Ragex call graph

Example fzf integration:
" Semantic code search with fzf
command! -nargs=1 RagexFzf call fzf#run(fzf#wrap({
      \ 'source': RagexSearchSource(<q-args>),
      \ 'sink': function('RagexOpenResult'),
      \ 'options': '--preview "bat --color=always {1}"'
      \ }))

function! RagexSearchSource(query)
  " Query Ragex semantic search
  " Return list of file:line:content
endfunction
9. Performance Tips
Optimize for VIM workflow:
	Cache embeddings - Enable persistent cache for instant results
	Use async - Make Ragex calls asynchronous to avoid blocking VIM
	Limit results - Keep limit=10 for interactive use
	Filter by file scope - Search only relevant directories

" Async Ragex call example (with vim-dispatch or ALE)
function! RagexSearchAsync(query)
  call job_start(['mix', 'run', '--no-halt'], {
        \ 'in_io': 'pipe',
        \ 'out_cb': function('RagexHandleResults')
        \ })
endfunction
10. Sample VIM Plugin Structure
Create ~/.vim/ragex.vim:
" Ragex VIM Integration
" Author: Your Name
" Version: 0.1.0

if exists('g:loaded_ragex')
  finish
endif
let g:loaded_ragex = 1

" Configuration
let g:ragex_project_root = get(g:, 'ragex_project_root', getcwd())
let g:ragex_cmd = get(g:, 'ragex_cmd', 'mix run --no-halt')

" Core functions
function! ragex#search(query) abort
  " Implementation
endfunction

function! ragex#analyze_file(filepath) abort
  " Implementation
endfunction

function! ragex#find_callers() abort
  " Implementation
endfunction

" Commands
command! -nargs=1 RagexSearch call ragex#search(<f-args>)
command! RagexAnalyze call ragex#analyze_file(expand('%:p'))
command! RagexCallers call ragex#find_callers()

" Mappings
nnoremap <silent> <Plug>(ragex-search) :call ragex#search(expand('<cword>'))<CR>
nnoremap <silent> <Plug>(ragex-callers) :call ragex#find_callers()<CR>
Benefits Summary
Without Ragex:
	Limited to grep, ctags, ElixirLS
	No semantic understanding
	Manual refactoring across files
	Difficult to discover related code

With Ragex:
	Natural language code search from VIM
	Semantic navigation beyond syntax
	Safe project-wide refactoring
	Discover functions by behavior
	Understand call chains instantly
	Auto-updated knowledge graph
	Rollback capability for edits


How Do I Benefit From Ragex When Editing Elixir Project in LunarVim (NeoVim)
LunarVim provides a modern NeoVim configuration with LSP, Telescope, and Lua integration, making Ragex integration even more powerful than traditional VIM.
1. Socket-Based Integration
Important: Ragex uses a Unix socket server for better performance and stability.
Start the server:
cd /path/to/ragex
./start_mcp.sh  # Starts server on /tmp/ragex_mcp.sock

Create ~/.config/lvim/lua/user/ragex.lua:
local M = {}

-- Configuration
M.config = {
  project_root = vim.fn.getcwd(),
  ragex_path = vim.fn.expand("~/Proyectos/Ammotion/ragex"),
  enabled = true,
  debug = false,  -- Set to true to see request/response logs
}

-- Log debug messages
local function debug_log(msg)
  if M.config.debug then
    vim.notify("[Ragex] " .. msg, vim.log.levels.INFO)
  end
end

-- Execute Ragex MCP command via Unix socket
function M.execute(method, params, callback)
  if not M.config.enabled then
    debug_log("Ragex is disabled")
    return
  end

  local request = vim.fn.json_encode({
    jsonrpc = "2.0",
    method = "tools/call",
    params = {
      name = method,
      arguments = params,
    },
    id = vim.fn.rand(),
  })

  debug_log("Request: " .. method)

  -- Use socat to communicate with Unix socket
  local cmd = string.format(
    "printf '%%s\\n' %s | socat - UNIX-CONNECT:/tmp/ragex_mcp.sock",
    vim.fn.shellescape(request)
  )

  if callback then
    -- Async execution
    vim.fn.jobstart(cmd, {
      stdout_buffered = true,
      on_stdout = function(_, data)
        if data and #data > 0 then
          local result_str = table.concat(data, "\n"):gsub("^%s+", ""):gsub("%s+$", "")
          if result_str ~= "" then
            debug_log("Response received")
            local ok, result = pcall(vim.fn.json_decode, result_str)
            if ok and result then
              callback(result)
            else
              vim.notify("Ragex: Invalid response format", vim.log.levels.WARN)
            end
          end
        end
      end,
      on_exit = function(_, exit_code)
        if exit_code ~= 0 then
          vim.notify("Ragex: Command failed (check if server is running)", vim.log.levels.WARN)
        end
      end,
    })
  else
    -- Synchronous execution
    local handle = io.popen(cmd)
    local result_str = ""
    if handle then
      result_str = handle:read("*a")
      handle:close()
    end
    
    if result_str and result_str ~= "" then
      result_str = result_str:gsub("^%s+", ""):gsub("%s+$", "")
      local ok, result = pcall(vim.fn.json_decode, result_str)
      if ok and result then
        return result
      end
    end
    return nil
  end
end

-- Semantic search
function M.semantic_search(query, opts)
  opts = opts or {}
  local params = {
    query = query,
    limit = opts.limit or 10,
    threshold = opts.threshold or 0.3,  -- Lower threshold for better recall
    node_type = opts.node_type,
  }

  return M.execute("semantic_search", params)
end

-- Hybrid search (best results)
function M.hybrid_search(query, opts)
  opts = opts or {}
  local params = {
    query = query,
    limit = opts.limit or 10,
    threshold = 0.3,  -- Lower threshold for better recall
    strategy = opts.strategy or "fusion",
  }

  return M.execute("hybrid_search", params)
end

-- Analyze current file
function M.analyze_current_file()
  local filepath = vim.fn.expand("%:p")
  return M.execute("analyze_file", { path = filepath })
end

-- Find callers of function under cursor
function M.find_callers()
  local module = M.get_current_module()
  local func = vim.fn.expand("<cword>")
  local arity = M.get_function_arity()

  return M.execute("query_graph", {
    query = string.format("calls %s.%s/%d", module, func, arity),
  })
end

-- Analyze directory
function M.analyze_directory(path, opts)
  opts = opts or {}
  path = path or vim.fn.getcwd()
  
  local params = {
    path = path,
    recursive = opts.recursive ~= false,
    parallel = opts.parallel ~= false,
    extensions = opts.extensions or { ".ex", ".exs" },
  }

  vim.notify("Analyzing directory: " .. path, vim.log.levels.INFO)
  
  M.execute("analyze_directory", params, function(result)
    if result and result.result then
      -- Unwrap MCP response
      local actual_result = result.result
      if actual_result.content and actual_result.content[1] and actual_result.content[1].text then
        local ok, parsed = pcall(vim.fn.json_decode, actual_result.content[1].text)
        if ok then
          actual_result = parsed
        end
      end
      
      local count = actual_result.analyzed or actual_result.success or 0
      local total = actual_result.total or 0
      vim.notify(string.format("Analyzed %d/%d files", count, total), vim.log.levels.INFO)
    else
      vim.notify("Failed to analyze directory", vim.log.levels.ERROR)
    end
  end)
end

-- Refactor: rename function
function M.rename_function(new_name, scope)
  local module = M.get_current_module()
  if not module then
    vim.notify("Could not determine current module", vim.log.levels.WARN)
    return
  end

  local old_name = vim.fn.expand("<cword>")
  local arity = M.get_function_arity()

  local params = {
    operation = "rename_function",
    params = {  -- Nested params object for MCP
      module = module,
      old_name = old_name,
      new_name = new_name,
      arity = arity,
    },
    scope = scope or "project",
    validate = true,
    format = true,
  }

  vim.notify(
    string.format("Renaming %s.%s/%d -> %s", module, old_name, arity, new_name),
    vim.log.levels.INFO
  )

  M.execute("refactor_code", params, function(result)
    if not result or not result.result then
      vim.notify("Refactoring failed: no response", vim.log.levels.ERROR)
      return
    end

    -- Unwrap MCP response
    local data = result.result
    if data.content and data.content[1] and data.content[1].text then
      local ok, parsed = pcall(vim.fn.json_decode, data.content[1].text)
      if ok then
        data = parsed
      end
    end

    if data.success then
      vim.cmd("checktime") -- Reload buffers
      vim.notify("Function renamed successfully", vim.log.levels.INFO)
    else
      local err = data.error or result.error or "unknown error"
      vim.notify("Refactoring failed: " .. vim.inspect(err), vim.log.levels.ERROR)
    end
  end)
end

-- Helper: Get current module name
function M.get_current_module()
  local lines = vim.api.nvim_buf_get_lines(0, 0, 50, false)
  for _, line in ipairs(lines) do
    local module = line:match("defmodule%s+([%w%.]+)")
    if module then
      return module
    end
  end
  return nil
end

-- Helper: Get function arity (simplified)
function M.get_function_arity()
  local line = vim.fn.getline(".")
  local args = line:match("def%s+%w+%((.-)%)")
  if not args or args == "" then
    return 0
  end
  local _, count = args:gsub(",", "")
  return count + 1
end

return M
2. Telescope Integration
Semantic code search with Telescope:
Add to ~/.config/lvim/config.lua:
local ragex = require("user.ragex")

-- Telescope picker for Ragex semantic search
local function ragex_search()
local pickers = require("telescope.pickers")
local finders = require("telescope.finders")
local conf = require("telescope.config").values
local actions = require("telescope.actions")
local action_state = require("telescope.actions.state")

  vim.ui.input({ prompt = "Ragex Search: " }, function(query)
    if not query then return end

    local results = ragex.hybrid_search(query)

    if not results.result or not results.result.results then
      vim.notify("No results found", vim.log.levels.WARN)
      return
    end

    local entries = {}
    for _, item in ipairs(results.result.results) do
      table.insert(entries, {
        value = item,
        display = string.format(
          "%s:%d [%.2f] %s",
          item.file or "unknown",
          item.line or 0,
          item.score or 0,
          item.text or ""
        ),
        ordinal = item.text or "",
        filename = item.file,
        lnum = item.line,
      })
    end

    pickers.new({}, {
      prompt_title = "Ragex Search Results",
      finder = finders.new_table({
        results = entries,
        entry_maker = function(entry)
          return entry
        end,
      }),
      sorter = conf.generic_sorter({}),
      attach_mappings = function(prompt_bufnr, map)
        actions.select_default:replace(function()
          actions.close(prompt_bufnr)
          local selection = action_state.get_selected_entry()
          if selection.filename then
            vim.cmd(string.format("edit +%d %s", selection.lnum, selection.filename))
          end
        end)
        return true
      end,
    }):find()
  end)
end

-- Register command
vim.api.nvim_create_user_command("RagexSearch", ragex_search, {})
3. Which-Key Integration
Add keybindings to LunarVim's which-key:
lvim.builtin.which_key.mappings["r"] = {
  name = "Ragex",
  s = { "<cmd>RagexSearch<cr>", "Semantic Search" },
  a = { function() require("user.ragex").analyze_current_file() end, "Analyze File" },
  c = { function() require("user.ragex").find_callers() end, "Find Callers" },
  r = {
    function()
      vim.ui.input({ prompt = "New name: " }, function(name)
        if name then
          require("user.ragex").rename_function(name)
        end
      end)
    end,
    "Rename Function",
  },
  f = { "<cmd>Telescope ragex_functions<cr>", "Find Functions" },
  m = { "<cmd>Telescope ragex_modules<cr>", "Find Modules" },
}
4. Custom Telescope Pickers
Create specialized Telescope pickers:
local ragex = require("user.ragex")
local pickers = require("telescope.pickers")
local finders = require("telescope.finders")
local conf = require("telescope.config").values

-- Find functions by semantic similarity
local function ragex_functions()
  vim.ui.input({ prompt = "Find functions: " }, function(query)
    if not query then return end

    local results = ragex.semantic_search(query, { node_type = "function" })

    if not results.result or not results.result.results then
      return
    end

    local entries = vim.tbl_map(function(item)
      return {
        value = item,
        display = string.format(
          "%s.%s/%d [%.2f]",
          item.node_id[1] or "?",
          item.node_id[2] or "?",
          item.node_id[3] or 0,
          item.score or 0
        ),
        ordinal = table.concat(item.node_id or {}, "."),
        filename = item.file,
        lnum = item.line,
      }
    end, results.result.results)

    pickers.new({}, {
      prompt_title = "Ragex Functions",
      finder = finders.new_table({ results = entries, entry_maker = function(e) return e end }),
      sorter = conf.generic_sorter({}),
      previewer = conf.qflist_previewer({}),
    }):find()
  end)
end

vim.api.nvim_create_user_command("RagexFunctions", ragex_functions, {})
5. LSP Integration
Enhance ElixirLS with Ragex:
-- Override LSP rename with Ragex refactoring
local function setup_lsp_overrides()
  lvim.lsp.on_attach_callback = function(client, bufnr)
    if client.name == "elixirls" then
      -- Use Ragex for rename instead of LSP
      vim.keymap.set("n", "<leader>lr", function()
        vim.ui.input({ prompt = "New name: " }, function(new_name)
          if new_name then
            require("user.ragex").rename_function(new_name)
          end
        end)
      end, { buffer = bufnr, desc = "Rename (Ragex)" })

      -- Add semantic search to LSP menu
      vim.keymap.set("n", "<leader>ls", function()
        require("user.ragex").semantic_search(vim.fn.expand("<cword>"))
      end, { buffer = bufnr, desc = "Semantic Search" })
    end
  end
end

setup_lsp_overrides()
6. Auto-Analysis on Save
Automatically analyze files when saving:
local ragex_group = vim.api.nvim_create_augroup("RagexAnalysis", { clear = true })

vim.api.nvim_create_autocmd({ "BufWritePost" }, {
  group = ragex_group,
  pattern = { "*.ex", "*.exs" },
  callback = function()
    -- Async analysis to avoid blocking
    vim.fn.jobstart(
      string.format(
        "cd %s && echo '%s' | mix run --no-halt",
        require("user.ragex").config.ragex_path,
        vim.fn.json_encode({
          jsonrpc = "2.0",
          method = "tools/call",
          params = {
            name = "analyze_file",
            arguments = { path = vim.fn.expand("%:p") },
          },
          id = vim.fn.rand(),
        })
      ),
      {
        on_exit = function(_, code)
          if code == 0 then
            vim.notify("File analyzed", vim.log.levels.DEBUG)
          end
        end,
      }
    )
  end,
})
7. Completion Integration
Add Ragex as a completion source:
local cmp = require("cmp")

local ragex_source = {}

function ragex_source:new()
  return setmetatable({}, { __index = self })
end

function ragex_source:get_trigger_characters()
  return { ".", ":" }
end

function ragex_source:complete(params, callback)
  local input = string.sub(params.context.cursor_before_line, params.offset)
  
  -- Query Ragex for semantic completions
  local results = require("user.ragex").semantic_search(
    "functions related to " .. input,
    { limit = 20, node_type = "function" }
  )

  if not results.result or not results.result.results then
    callback({})
    return
  end

  local items = vim.tbl_map(function(item)
    return {
      label = string.format("%s/%d", item.node_id[2], item.node_id[3]),
      kind = cmp.lsp.CompletionItemKind.Function,
      detail = item.text,
      documentation = string.format(
        "Module: %s\nFile: %s:%d\nScore: %.2f",
        item.node_id[1],
        item.file,
        item.line,
        item.score
      ),
    }
  end, results.result.results)

  callback(items)
end

-- Register the source
cmp.register_source("ragex", ragex_source:new())

-- Add to sources
table.insert(lvim.builtin.cmp.sources, { name = "ragex", priority = 750 })
8. Status Line Integration
Show Ragex status in LunarVim status line:
local function ragex_status()
  if not require("user.ragex").config.enabled then
    return ""
  end
  return "  Ragex"
end

-- Add to lualine
lvim.builtin.lualine.sections.lualine_x = {
  ragex_status,
  "encoding",
  "fileformat",
  "filetype",
}
9. Float Window for Results
Display search results in floating window:
local function show_in_float(title, lines)
  local buf = vim.api.nvim_create_buf(false, true)
  vim.api.nvim_buf_set_lines(buf, 0, -1, false, lines)
  vim.api.nvim_buf_set_option(buf, "modifiable", false)

  local width = math.min(100, vim.o.columns - 4)
  local height = math.min(30, vim.o.lines - 4)

  local win = vim.api.nvim_open_win(buf, true, {
    relative = "editor",
    width = width,
    height = height,
    col = math.floor((vim.o.columns - width) / 2),
    row = math.floor((vim.o.lines - height) / 2),
    style = "minimal",
    border = "rounded",
    title = title,
    title_pos = "center",
  })

  vim.api.nvim_buf_set_keymap(buf, "n", "q", "<cmd>close<cr>", { noremap = true })
  vim.api.nvim_buf_set_keymap(buf, "n", "<Esc>", "<cmd>close<cr>", { noremap = true })
end

-- Show callers in float
function M.show_callers()
  local results = require("user.ragex").find_callers()
  
  if not results.result then
    vim.notify("No callers found", vim.log.levels.WARN)
    return
  end

  local lines = { "Callers:", "" }
  for _, caller in ipairs(results.result) do
    table.insert(lines, string.format("  %s:%d", caller.file, caller.line))
  end

  show_in_float("Ragex Callers", lines)
end
10. Full Configuration Example
Complete ~/.config/lvim/config.lua setup:
-- Ragex integration
local ragex = require("user.ragex")

-- Configure Ragex
ragex.config.ragex_path = vim.fn.expand("~/Proyectos/Ammotion/ragex")
ragex.config.enabled = true

-- Keybindings
lvim.builtin.which_key.mappings["r"] = {
  name = "Ragex",
  s = { "<cmd>RagexSearch<cr>", "Semantic Search" },
  f = { "<cmd>RagexFunctions<cr>", "Find Functions" },
  a = { function() ragex.analyze_current_file() end, "Analyze File" },
  c = { function() ragex.find_callers() end, "Find Callers" },
  r = {
    function()
      vim.ui.input({ prompt = "New name: " }, function(name)
        if name then ragex.rename_function(name) end
      end)
    end,
    "Rename Function",
  },
}

-- Auto-analysis
vim.api.nvim_create_autocmd({ "BufWritePost" }, {
  pattern = { "*.ex", "*.exs" },
  callback = function()
    ragex.analyze_current_file()
  end,
})

-- Status line (with safe initialization)
local function ragex_status()
  if ragex.config.enabled then
    return "  Ragex"
  end
  return ""
end

if lvim.builtin.lualine and lvim.builtin.lualine.sections and lvim.builtin.lualine.sections.lualine_x then
  table.insert(lvim.builtin.lualine.sections.lualine_x, 1, ragex_status)
else
  lvim.builtin.lualine = lvim.builtin.lualine or {}
  lvim.builtin.lualine.sections = lvim.builtin.lualine.sections or {}
  lvim.builtin.lualine.sections.lualine_x = lvim.builtin.lualine.sections.lualine_x or {}
  table.insert(lvim.builtin.lualine.sections.lualine_x, ragex_status)
end
11. Project-Specific Configuration
Create .lvimrc or .exrc in your Elixir project:
-- .lvimrc (requires exrc option)
local ragex = require("user.ragex")

-- Project-specific Ragex path
ragex.config.ragex_path = vim.fn.getcwd() .. "/../ragex"

-- Auto-analyze entire project on startup
vim.defer_fn(function()
  local result = ragex.execute("analyze_directory", {
    path = vim.fn.getcwd(),
    recursive = true,
    extensions = { ".ex", ".exs" },
  })
  
  if result.result then
    vim.notify(
      string.format("Analyzed %d files", result.result.files_analyzed or 0),
      vim.log.levels.INFO
    )
  end
end, 1000)

-- Enable watching
ragex.execute("watch_directory", {
  path = vim.fn.getcwd(),
  extensions = { ".ex", ".exs" },
})
Benefits Over Standard VIM
LunarVim/NeoVim advantages:
	Lua API: Faster, more maintainable than VimScript
	Async/Jobs: Non-blocking Ragex calls
	Telescope: Beautiful search UI with previews
	LSP Integration: Seamless with ElixirLS
	Which-Key: Discoverable keybindings
	Modern UI: Floating windows, notifications
	Tree-sitter: Better syntax understanding
	Built-in completion: Easy to extend with Ragex

Performance:
	Async operations don't block editor
	Telescope caching improves repeated searches
	Lua is faster than VimScript
	Job control for background analysis


Core Workflows
Workflow 1: Analyze a New Project
# Step 1: Start Ragex
mix run --no-halt

# Step 2: Analyze the project (via MCP)
{
  "jsonrpc": "2.0",
  "method": "tools/call",
  "params": {
    "name": "analyze_directory",
    "arguments": {
      "path": "/path/to/project",
      "recursive": true,
      "extensions": [".ex", ".exs", ".erl", ".py", ".js", ".ts"]
    }
  },
  "id": 1
}

Result:
	All source files parsed
	Functions, modules, calls indexed
	Knowledge graph populated
	Embeddings generated
	Ready for search and analysis

Workflow 2: Find Related Code
# Natural language search
{
  "name": "semantic_search",
  "arguments": {
    "query": "function that validates user authentication",
    "limit": 10,
    "threshold": 0.7
  }
}

# Hybrid search (best results)
{
  "name": "hybrid_search",
  "arguments": {
    "query": "authentication validation",
    "limit": 10,
    "strategy": "fusion"
  }
}

Result:
	Ranked list of relevant functions
	Similarity scores
	File locations
	Function signatures

Workflow 3: Safe Code Refactoring
# Step 1: Rename a function across entire codebase
{
  "name": "refactor_code",
  "arguments": {
    "operation": "rename_function",
    "module": "MyApp.Auth",
    "old_name": "check_user",
    "new_name": "validate_user",
    "arity": 2,
    "scope": "project",
    "validate": true,
    "format": true
  }
}

What happens:
	Ragex finds function definition via graph
	Discovers all call sites
	Creates atomic transaction
	Updates all files
	Validates syntax in all files
	Formats code automatically
	Creates backups
	Commits changes atomically

If anything fails:
	Automatic rollback
	All files restored
	No partial changes

Workflow 4: Multi-File Editing
{
  "name": "edit_files",
  "arguments": {
    "edits": [
      {
        "file": "lib/app/user.ex",
        "changes": [
          {
            "type": "replace",
            "start_line": 10,
            "end_line": 15,
            "new_content": "def new_implementation do\n  :ok\nend"
          }
        ],
        "validate": true,
        "format": true
      },
      {
        "file": "lib/app/admin.ex",
        "changes": [
          {
            "type": "insert",
            "line": 20,
            "content": "# New admin feature\n"
          }
        ]
      }
    ],
    "create_backup": true
  }
}

Safety guarantees:
	All-or-nothing atomicity
	Pre-validation of all files
	Automatic rollback on any error
	Backups created before changes
	Format integration


Code Analysis
Analyzing Individual Files
Elixir:
# Via Elixir API
{:ok, analysis} = Ragex.Analyzers.Elixir.analyze(source_code, "lib/my_module.ex")

# Returns:
%{
  modules: [%{name: :MyModule, file: "lib/my_module.ex", line: 1}],
  functions: [
    %{module: :MyModule, name: :func, arity: 2, line: 10, file: "lib/my_module.ex"}
  ],
  calls: [
    %{from_module: :MyModule, from_function: :func, from_arity: 2,
      to_module: :OtherModule, to_function: :helper, to_arity: 1}
  ]
}
Python:
# Python analysis
content = """
def calculate_sum(a, b):
    return a + b

def main():
    result = calculate_sum(1, 2)
"""

{:ok, analysis} = Ragex.Analyzers.Python.analyze(content, "script.py")
Supported Languages:
	Elixir (.ex, .exs) - Full AST parsing
	Erlang (.erl, .hrl) - Full AST parsing
	Python (.py) - AST via subprocess
	JavaScript/TypeScript (.js, .jsx, .ts, .tsx, .mjs) - Regex-based

Batch Analysis
# Analyze entire directory
{
  "name": "analyze_directory",
  "arguments": {
    "path": "/path/to/project",
    "recursive": true,
    "parallel": true,
    "extensions": [".ex", ".exs"]
  }
}

Performance:
	Parallel processing
	~100 files/second (depends on file size)
	Progress reporting
	Error handling per file

Watching for Changes
# Enable auto-reindex
{
  "name": "watch_directory",
  "arguments": {
    "path": "/path/to/project",
    "extensions": [".ex", ".exs"]
  }
}

Features:
	Automatic reanalysis on file changes
	Incremental updates (only changed files)
	Embedding regeneration for modified entities
	Real-time graph updates


Semantic Search
Natural Language Queries
# Find authentication-related code
{
  "name": "semantic_search",
  "arguments": {
    "query": "user login and session management",
    "limit": 10,
    "threshold": 0.7,
    "node_type": "function"
  }
}

Response:
{
  "results": [
    {
      "node_type": "function",
      "node_id": ["MyApp.Auth", "authenticate_user", 2],
      "score": 0.92,
      "text": "Authenticates user credentials and creates session",
      "file": "lib/myapp/auth.ex",
      "line": 45
    }
  ]
}
Hybrid Search (Best Results)
{
  "name": "hybrid_search",
  "arguments": {
    "query": "validate email format",
    "limit": 10,
    "strategy": "fusion"  # or "semantic_first", "graph_first"
  }
}

Strategies:
	fusion - Combines semantic + graph (RRF algorithm) - Recommended
	semantic_first - Prioritizes ML similarity
	graph_first - Prioritizes graph structure

Performance:
	< 100ms typical query time
	< 50ms for vector search
	Scales to 10,000+ entities

Finding Call Chains
# Discover how functions are connected
{
  "name": "find_paths",
  "arguments": {
    "from": ["MyApp.Web", "handle_request", 2],
    "to": ["MyApp.DB", "save_record", 1],
    "max_depth": 5,
    "max_paths": 10
  }
}

Result:
	All paths from function A to function B
	Call chain depth
	Intermediate functions
	Useful for understanding data flow


Code Editing
Single File Editing
{
  "name": "edit_file",
  "arguments": {
    "file": "lib/my_module.ex",
    "changes": [
      {
        "type": "replace",
        "start_line": 10,
        "end_line": 12,
        "new_content": "def new_function do\n  :ok\nend"
      }
    ],
    "validate": true,
    "format": true,
    "create_backup": true
  }
}

Change Types:
	Replace:
{
"type": "replace",
"start_line": 10,
"end_line": 15,
"new_content": "new code here"
}

	Insert:
{
"type": "insert",
"line": 20,
"content": "new line\n"
}

	Delete:
{
"type": "delete",
"start_line": 10,
"end_line": 12
}


Validation
# Preview validation without editing
{
  "name": "validate_edit",
  "arguments": {
    "file": "lib/my_module.ex",
    "changes": [/* ... */],
    "language": "elixir"  # optional, auto-detected
  }
}

Validators:
	Elixir: Code.string_to_quoted/2
	Erlang: :erl_scan + :erl_parse
	Python: ast.parse()
	JavaScript: vm.Script (Node.js)

Rollback
# Undo recent changes
{
  "name": "rollback_edit",
  "arguments": {
    "file": "lib/my_module.ex",
    "version": 2  # optional, defaults to previous
  }
}

# View backup history
{
  "name": "edit_history",
  "arguments": {
    "file": "lib/my_module.ex"
  }
}

Backup System:
	Location: ~/.ragex/backups/<project_hash>/
	Retention: 10 backups per file (configurable)
	Compression: Automatic for older backups
	Metadata: Timestamps, checksums

Formatting
Automatic formatting after edits:
	Elixir: mix format
	Erlang: rebar3 fmt
	Python: black or autopep8
	JavaScript: prettier or eslint --fix

Configuration:
# In edit request
"format": true,
"formatter": "mix format"  # optional, auto-detected

Refactoring
Rename Function
{
  "name": "refactor_code",
  "arguments": {
    "operation": "rename_function",
    "module": "MyApp.User",
    "old_name": "get_user",
    "new_name": "fetch_user",
    "arity": 1,
    "scope": "project",  # or "module"
    "validate": true,
    "format": true
  }
}

What gets updated:
	Function definition
	All direct calls
	Module-qualified calls (MyApp.User.get_user(id))
	Function references (&get_user/1)
	Calls in other modules (if scope: "project")

Scope Options:
	module - Only within the same file
	project - Across entire codebase

Rename Module
{
  "name": "refactor_code",
  "arguments": {
    "operation": "rename_module",
    "old_name": "MyApp.OldModule",
    "new_name": "MyApp.NewModule",
    "validate": true,
    "format": true
  }
}

What gets updated:
	Module definition
	All aliases
	All imports
	All qualified calls
	All references

Refactoring Workflow
	Discovery: Graph finds all affected files
	Planning: Builds transaction with all changes
	Validation: Pre-validates all files
	Backup: Creates backups
	Execution: Applies changes atomically
	Format: Runs formatters
	Verification: Post-validates all files
	Commit: Finalizes transaction

If any step fails:
	Automatic rollback
	All files restored
	Error reported
	No partial state

Current Limitations
	Elixir only for AST-based refactoring
	Erlang/Python/JavaScript support planned
	No cross-language refactoring yet


Configuration
Embedding Models
Default: all-MiniLM-L6-v2 (384 dimensions)
Available Models:
# config/config.exs
config :ragex,
  embedding_model: :all_minilm_l6_v2  # Default, fast
  # embedding_model: :all_mpnet_base_v2  # Higher quality, 768 dims
  # embedding_model: :codebert_base  # Code-specific, 768 dims
  # embedding_model: :paraphrase_multilingual  # Multilingual, 384 dims
Or via environment variable:
export RAGEX_EMBEDDING_MODEL=all_mpnet_base_v2
mix run --no-halt

Cache Configuration
Enable persistent cache:
# config/config.exs
config :ragex,
  cache_embeddings: true,  # Default: false
  cache_dir: "~/.ragex/cache"
Benefits:
	10x faster cold start
	~15MB storage per 1,000 entities
	Automatic invalidation on model change

Backup Configuration
config :ragex, :editor,
  backup_dir: "~/.ragex/backups",
  max_backups_per_file: 10,
  compress_old_backups: true
Performance Tuning
config :ragex,
  # Graph query limits
  max_paths: 100,
  max_path_depth: 10,
  
  # Search limits
  max_search_results: 100,
  
  # Parallel processing
  max_parallel_analyzers: System.schedulers_online() * 2

Best Practices
1. Project Setup
# Initial setup for a new project
1. Start Ragex
2. Analyze entire codebase
3. Enable directory watching
4. Let embeddings cache build

2. Incremental Development
# As you develop:
1. Keep directory watching enabled
2. Ragex auto-updates on file changes
3. Embeddings regenerate only for changed code
4. No manual reindexing needed

3. Search Strategies
For exploratory search:
	Use hybrid_search with fusion strategy
	Start with lower threshold (0.5)
	Increase limit to see more results

For precise lookup:
	Use query_graph for exact symbols
	Use semantic_search with high threshold (0.8+)
	Filter by node_type

4. Safe Refactoring
Before refactoring:
	Ensure codebase is analyzed
	Check graph stats
	Verify function/module exists

During refactoring:
	Always use validate: true
	Always use format: true
	Use scope: "module" for testing
	Use scope: "project" for production

After refactoring:
	Verify files changed as expected
	Run your test suite
	Check edit history if needed
	Rollback if issues found

5. Performance
For large codebases (>10,000 files):
	Use parallel: true in analyze_directory
	Enable caching
	Consider incremental analysis only
	Use path depth limits

For embedded systems:
	Use smaller model (all-MiniLM-L6-v2)
	Reduce max_search_results
	Disable caching if storage limited

6. Error Handling
If analysis fails:
	Check file is valid source code
	Verify language is supported
	Check file permissions
	Look for syntax errors

If search returns no results:
	Lower threshold
	Try different query phrasing
	Check embeddings are generated
	Verify codebase is analyzed

If refactoring fails:
	Check function/module exists in graph
	Verify all files are accessible
	Check validation errors
	Use rollback if needed


Troubleshooting
Model Download Issues
Problem: Model fails to download
Solution:
# Manual download
cd ~/.cache/huggingface/
wget https://huggingface.co/sentence-transformers/all-MiniLM-L6-v2/resolve/main/model.safetensors

# Or use different model
export RAGEX_EMBEDDING_MODEL=all_mpnet_base_v2

Memory Issues
Problem: High memory usage
Solutions:
# Use smaller model
config :ragex, embedding_model: :all_minilm_l6_v2  # 384 dims vs 768

# Reduce batch size
config :ragex, embedding_batch_size: 16  # default: 32

# Limit search results
config :ragex, max_search_results: 50
Slow Analysis
Problem: Directory analysis is slow
Solutions:
# Enable parallel processing
{"parallel": true}

# Analyze incrementally
{"recursive": false}  # Analyze one directory at a time

# Filter extensions
{"extensions": [".ex"]}  # Only Elixir files

Graph State Issues
Problem: Entities not found in graph
Solutions:
# Clear and rebuild
1. Stop Ragex
2. rm -rf ~/.ragex/cache
3. Start Ragex
4. Re-analyze project

Validation Errors
Problem: Edits fail validation
Solutions:
	Check syntax of new content
	Verify language is correct
	Test validation separately
	Check validator is installed (Python, Node.js)

Backup/Rollback Issues
Problem: Cannot rollback
Solutions:
# Check backup directory
ls ~/.ragex/backups/<project_hash>/

# Verify backup exists
{
  "name": "edit_history",
  "arguments": {"file": "lib/my_module.ex"}
}

# Manual restore if needed
cp ~/.ragex/backups/<project_hash>/my_module.ex.<timestamp> lib/my_module.ex


Advanced Usage
Custom MCP Clients
# Python MCP client example
import json
import subprocess

def call_ragex(method, params):
    request = {
        "jsonrpc": "2.0",
        "method": f"tools/call",
        "params": {
            "name": method,
            "arguments": params
        },
        "id": 1
    }
    
    proc = subprocess.Popen(
        ["mix", "run", "--no-halt"],
        stdin=subprocess.PIPE,
        stdout=subprocess.PIPE,
        cwd="/path/to/ragex"
    )
    
    proc.stdin.write(json.dumps(request).encode())
    proc.stdin.close()
    
    response = json.loads(proc.stdout.readline())
    return response

# Usage
result = call_ragex("semantic_search", {
    "query": "authentication",
    "limit": 5
})
Programmatic API
# Direct Elixir API usage
alias Ragex.{Graph.Store, VectorStore, Editor}

# Analyze
{:ok, analysis} = Ragex.Analyzers.Elixir.analyze(code, file)
Ragex.store_analysis(analysis)

# Search
{:ok, embedding} = Ragex.Embeddings.Bumblebee.embed("find auth code")
results = VectorStore.search(embedding, limit: 10)

# Edit
transaction = Editor.Transaction.new(validate: true, format: true)
|> Editor.Transaction.add(file, changes)
{:ok, result} = Editor.Transaction.commit(transaction)

Support
	Issues: https://github.com/your-org/ragex/issues
	Discussions: https://github.com/your-org/ragex/discussions
	Documentation: https://ragex.dev/docs
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    Ragex Configuration Guide

This document covers all configuration options for Ragex, including embedding models, caching, and performance tuning.
Table of Contents
	Embedding Models
	Configuration Methods
	Available Models
	Model Selection Guide
	AI Features Configuration
	Cache Configuration
	Migration Guide
	Performance Tuning

Embedding Models
Ragex supports multiple embedding models for semantic code search. The model choice affects:
	Quality: Accuracy of semantic search results
	Speed: Embedding generation and search time
	Memory: RAM required to load the model
	Dimensions: Vector size (impacts storage and similarity computation)

Default Model
By default, Ragex uses all-MiniLM-L6-v2:
	✅ Fast inference (384 dimensions)
	✅ Small model size (~90MB)
	✅ Good quality for general-purpose search
	✅ Suitable for small to medium codebases

Configuration Methods
1. Via config/config.exs (Recommended)
import Config

# Set embedding model
config :ragex, :embedding_model, :all_minilm_l6_v2

# Available options:
# :all_minilm_l6_v2       (default)
# :all_mpnet_base_v2      (high quality)
# :codebert_base          (code-specific)
# :paraphrase_multilingual (multilingual)
2. Via Environment Variable
export RAGEX_EMBEDDING_MODEL=codebert_base
mix run --no-halt

This overrides config.exs settings.
3. Checking Current Configuration
mix ragex.embeddings.migrate --check

Output example:
Checking embedding model status...

✓ Configured Model: all-MiniLM-L6-v2
  ID: all_minilm_l6_v2
  Dimensions: 384
  Type: sentence_transformer
  Repository: sentence-transformers/all-MiniLM-L6-v2

✓ No embeddings stored yet

Available Models:
  • all_minilm_l6_v2 (current)
    all-MiniLM-L6-v2 - 384 dims
  • all_mpnet_base_v2
    all-mpnet-base-v2 - 768 dims
  • codebert_base
    CodeBERT Base - 768 dims
  • paraphrase_multilingual
    paraphrase-multilingual-MiniLM-L12-v2 - 384 dims
Available Models
1. all-MiniLM-L6-v2 (Default)
Model ID: :all_minilm_l6_v2
Specifications:
	Dimensions: 384
	Max tokens: 256
	Type: Sentence transformer
	Model size: ~90MB

Best for:
	✅ General-purpose semantic search
	✅ Small to medium codebases (<10k entities)
	✅ Fast inference requirements
	✅ Limited memory environments

Performance:
	Embedding generation: ~50ms per entity
	Memory usage: ~400MB (model + runtime)
	Quality: Good for most use cases

Configuration:
config :ragex, :embedding_model, :all_minilm_l6_v2

2. all-mpnet-base-v2 (High Quality)
Model ID: :all_mpnet_base_v2
Specifications:
	Dimensions: 768
	Max tokens: 384
	Type: Sentence transformer
	Model size: ~420MB

Best for:
	✅ Large codebases requiring high accuracy
	✅ Deep semantic understanding
	✅ When quality is more important than speed
	✅ Complex domain-specific terminology

Performance:
	Embedding generation: ~100ms per entity
	Memory usage: ~800MB (model + runtime)
	Quality: Excellent semantic understanding

Trade-offs:
	⚠️ 2x slower than all-MiniLM-L6-v2
	⚠️ 2x more memory
	⚠️ 2x larger embeddings (storage)

Configuration:
config :ragex, :embedding_model, :all_mpnet_base_v2

3. CodeBERT Base (Code-Specific)
Model ID: :codebert_base
Specifications:
	Dimensions: 768
	Max tokens: 512
	Type: Code model
	Model size: ~500MB

Best for:
	✅ Code similarity tasks
	✅ Programming-specific queries
	✅ Multi-language codebases
	✅ API discovery and documentation search

Performance:
	Embedding generation: ~120ms per entity
	Memory usage: ~900MB (model + runtime)
	Quality: Optimized for code understanding

Special features:
	Pre-trained on code and natural language
	Better understanding of programming concepts
	Good for finding similar code patterns

Configuration:
config :ragex, :embedding_model, :codebert_base

4. paraphrase-multilingual-MiniLM-L12-v2 (Multilingual)
Model ID: :paraphrase_multilingual
Specifications:
	Dimensions: 384
	Max tokens: 128
	Type: Multilingual
	Model size: ~110MB

Best for:
	✅ International teams
	✅ Non-English documentation
	✅ Multilingual codebases (50+ languages)
	✅ Mixed language comments/docs

Performance:
	Embedding generation: ~60ms per entity
	Memory usage: ~450MB (model + runtime)


AI Features Configuration
Ragex includes AI-powered features for enhanced code analysis (Phases A, B, C).
Master Switch
config :ragex, :ai,
  enabled: true,  # Master switch for all AI features
  default_provider: :deepseek_r1  # or :openai, :anthropic, :ollama
Feature Flags
config :ragex, :ai_features,
  # Phase B - High-Priority Features
  validation_error_explanation: true,
  refactor_preview_commentary: true,
  
  # Phase C - Analysis Features
  dead_code_refinement: true,
  duplication_semantic_analysis: true,
  dependency_insights: true
Feature-Specific Options
Each feature has optimized defaults for temperature and token limits:
	Feature	Temperature	Max Tokens	Cache TTL
	Validation Error Explanation	0.3	300	7 days
	Refactor Preview Commentary	0.7	500	1 hour
	Dead Code Refinement	0.6	400	7 days
	Duplication Semantic Analysis	0.5	600	3 days
	Dependency Insights	0.6	700	6 hours

Runtime Override
All features support runtime configuration overrides:
# Disable AI globally but enable for specific analysis
{:ok, dead} = DeadCode.find_unused_exports(ai_refine: true)

# Enable AI globally but disable for specific analysis
{:ok, clones} = Duplication.detect_in_files(files, ai_analyze: false)

# Override AI provider
{:ok, insights} = AIInsights.analyze_coupling(data, provider: :openai)
Graceful Degradation
	All AI features are opt-in and disabled by default
	When disabled or unavailable, features gracefully return original results
	No failures or crashes if AI provider is unavailable
	Cache reduces API calls by 40-60%

API Keys
AI features require API keys for external providers:
# DeepSeek (recommended)
export DEEPSEEK_API_KEY="sk-..."

# OpenAI
export OPENAI_API_KEY="sk-..."

# Anthropic
export ANTHROPIC_API_KEY="sk-..."

# Ollama (local, no key needed)
export OLLAMA_HOST="http://localhost:11434"

Documentation
See phase completion documents for detailed usage:
	stuff/phases/PHASE_A_AI_FEATURES_FOUNDATION.md
	stuff/phases/PHASE_B_AI_FEATURES_COMPLETE.md
	stuff/phases/PHASE_C_AI_ANALYSIS_COMPLETE.md
	Quality: Good for multilingual content

Supported languages:
Arabic, Chinese, Dutch, English, French, German, Italian, Korean, Polish, Portuguese, Russian, Spanish, Turkish, and 37+ more
Configuration:
config :ragex, :embedding_model, :paraphrase_multilingual
Model Selection Guide
Decision Tree
Do you have multilingual code/docs?
  ├─ YES → paraphrase_multilingual
  └─ NO  → Continue...

Is your codebase primarily code-focused?
  ├─ YES → codebert_base
  └─ NO  → Continue...

Do you need maximum quality?
  ├─ YES → all_mpnet_base_v2
  └─ NO  → all_minilm_l6_v2 (default)
Use Case Recommendations
	Use Case	Recommended Model	Why
	Startup/Small Project	all_minilm_l6_v2	Fast, lightweight, good enough
	Enterprise/Large Codebase	all_mpnet_base_v2	Best quality, worth the cost
	Code-heavy (APIs, Libraries)	codebert_base	Trained on code specifically
	International Team	paraphrase_multilingual	Multi-language support
	Limited Memory (<4GB)	all_minilm_l6_v2	Smallest footprint
	Quality-Critical	all_mpnet_base_v2	Highest accuracy

Dimension Compatibility
Models with the same dimensions can share embeddings:
384-dimensional models (compatible):
	all_minilm_l6_v2
	paraphrase_multilingual

768-dimensional models (compatible):
	all_mpnet_base_v2
	codebert_base

You can switch between compatible models without regenerating embeddings!
Auto-Analyze Directories
Overview
Ragex can automatically scan and index configured directories when the application starts. This is useful for:
	Pre-loading commonly used projects into the knowledge graph
	Ensuring fresh analysis on server startup
	CI/CD pipelines that need indexed code immediately
	Development workflows where you work on multiple codebases

Configuration
In config/config.exs:
# Auto-analyze directories on startup
config :ragex, :auto_analyze_dirs, [
  "/opt/Proyectos/MyProject",
  "/home/user/code/important-lib",
  "~/workspace/api-server"
]
Default: [] (no automatic analysis)
Behavior
	Startup Phase: Analysis runs during the :auto_analyze start phase
	Non-blocking: Server starts before analysis completes
	Logging: Progress logged to stderr (visible in logs)
	Error Handling: Failures logged as warnings; server continues
	Parallel: Multiple directories analyzed sequentially

Example Output
Auto-analyzing 2 configured directories...
Analyzing directory: /opt/Proyectos/MyProject
Successfully analyzed /opt/Proyectos/MyProject: 45 files (2 skipped, 0 errors)
Analyzing directory: /home/user/code/important-lib
Successfully analyzed /home/user/code/important-lib: 23 files (0 skipped, 0 errors)
Auto-analysis complete
Performance Considerations
	Large codebases: Initial analysis can take 30-60 seconds per 1,000 files
	Embeddings: Generation adds ~50ms per entity (enable caching to speed up subsequent starts)
	Memory: Each analyzed file adds ~10KB to ETS tables
	Recommendation: Limit to 3-5 active projects, use incremental updates

Environment-Specific Configuration
Development:
# config/dev.exs
import Config

config :ragex, :auto_analyze_dirs, [
  ".",  # Current project
  "../shared-lib"  # Related library
]
Production:
# config/prod.exs
import Config

config :ragex, :auto_analyze_dirs, [
  "/app/src",  # Main application
  "/app/vendor/critical-deps"  # Important dependencies
]
CI/CD:
# config/ci.exs
import Config

# Analyze entire codebase for comprehensive checks
config :ragex, :auto_analyze_dirs, [
  System.get_env("CI_PROJECT_DIR", ".")
]
Disabling Auto-Analysis
Set to empty list:
config :ragex, :auto_analyze_dirs, []
Or override via environment:
export RAGEX_AUTO_ANALYZE="false"

Combining with File Watcher
Auto-analysis and file watching work together:
	Startup: Auto-analyze directories (full scan)
	Runtime: File watcher tracks changes (incremental updates)
	Result: Always up-to-date knowledge graph

Troubleshooting
Issue: "Failed to analyze directory"
Solutions:
	Check path exists and is readable
	Verify sufficient disk space for cache
	Check file permissions
	Look for syntax errors in source files

Issue: Startup takes too long
Solutions:
	Reduce number of configured directories
	Enable embedding cache (see Cache Configuration)
	Use file watching for incremental updates instead
	Consider analyzing on-demand via MCP tools

Cache Configuration
Enable/Disable Cache
config :ragex, :cache,
  enabled: true,  # Set to false to disable caching
  dir: Path.expand("~/.cache/ragex"),  # Cache directory
  max_age_days: 30  # Auto-cleanup after 30 days
Cache Location
Default: ~/.cache/ragex/embeddings/<project_hash>.ets
Custom location:
config :ragex, :cache,
  enabled: true,
  dir: "/custom/path/to/cache"
Cache Management Commands
# Show cache statistics
mix ragex.cache.stats

# Clear all caches
mix ragex.cache.clear

# Clear caches older than 7 days
mix ragex.cache.clear --older-than 7

Migration Guide
Switching Models
Scenario 1: Compatible Models (Same Dimensions)
Example: all_minilm_l6_v2 → paraphrase_multilingual (both 384 dims)
Steps:
	Update config/config.exs:
config :ragex, :embedding_model, :paraphrase_multilingual

	Restart the server:
# Kill existing process
# Then restart
mix run --no-halt


	✅ Done! Existing embeddings still work.



Scenario 2: Incompatible Models (Different Dimensions)
Example: all_minilm_l6_v2 (384) → all_mpnet_base_v2 (768)
Steps:
	Check current status:
mix ragex.embeddings.migrate --check


	Clear existing embeddings:
# Stop the server
# Embeddings are in-memory and will be cleared on restart


	Update config/config.exs:
config :ragex, :embedding_model, :all_mpnet_base_v2

	Restart and re-analyze:
mix run --no-halt
# Then analyze your codebase via MCP tools




Using the Migration Tool
Check Status
mix ragex.embeddings.migrate --check

Plan Migration
mix ragex.embeddings.migrate --model codebert_base

This checks compatibility and provides instructions.
Force Migration
mix ragex.embeddings.migrate --model codebert_base --force

Performance Tuning
Memory Optimization
For systems with limited memory (<4GB):
	Use lightweight model:
config :ragex, :embedding_model, :all_minilm_l6_v2

	Limit batch size (in Bumblebee adapter):
compile: [batch_size: 16, sequence_length: 256]  # Reduce from 32

	Disable cache if needed:
config :ragex, :cache, enabled: false



Speed Optimization
For faster embedding generation:
	Use faster model:
config :ragex, :embedding_model, :all_minilm_l6_v2

	Reduce sequence length:
compile: [batch_size: 32, sequence_length: 256]  # Reduce from 512

	Enable EXLA compiler (if not already):
	Ensure exla dependency is included
	First run will compile (slow), subsequent runs are fast




Quality Optimization
For best search quality:
	Use high-quality model:
config :ragex, :embedding_model, :all_mpnet_base_v2

	Generate embeddings for all entities:
# In analyze_file MCP tool
{
  "generate_embeddings": true  # Always true
}

	Use longer text descriptions:
	Include more context in function/module docs
	Better descriptions = better embeddings




Environment-Specific Configuration
Development
# config/dev.exs
import Config

config :ragex, :embedding_model, :all_minilm_l6_v2  # Fast for dev
config :ragex, :cache, enabled: true  # Cache for quick restarts
Production
# config/prod.exs
import Config

config :ragex, :embedding_model, :all_mpnet_base_v2  # Quality for prod
config :ragex, :cache, enabled: true, max_age_days: 90  # Long cache
Testing
# config/test.exs
import Config

config :ragex, :embedding_model, :all_minilm_l6_v2  # Fast tests
config :ragex, :cache, enabled: false  # No cache for isolation

Troubleshooting
Model Won't Load
Symptom: "Failed to load Bumblebee model"
Solutions:
	Check internet connection (first download)
	Verify disk space (~500MB needed)
	Check cache directory permissions: ~/.cache/huggingface/
	Try clearing HuggingFace cache:rm -rf ~/.cache/huggingface/




Dimension Mismatch Error
Symptom: "Dimension mismatch: expected 384, got 768"
Solution:
mix ragex.embeddings.migrate --check
# Follow instructions to clear embeddings
# Then restart with new model


Out of Memory
Symptom: Server crashes or freezes during embedding generation
Solutions:
	Switch to smaller model:
config :ragex, :embedding_model, :all_minilm_l6_v2

	Reduce batch size in code:
compile: [batch_size: 8, sequence_length: 256]

	Increase system swap space



Advanced Configuration
Custom Model (Advanced)
To add a custom model, edit lib/ragex/embeddings/registry.ex:
custom_model: %{
  id: :custom_model,
  name: "Custom Model",
  repo: "organization/model-name",
  dimensions: 512,
  max_tokens: 256,
  description: "My custom embedding model",
  type: :sentence_transformer,
  recommended_for: ["custom use case"]
}
Then configure:
config :ragex, :embedding_model, :custom_model

Summary
Quick Start (Default):
# config/config.exs
config :ragex, :embedding_model, :all_minilm_l6_v2
For Best Quality:
config :ragex, :embedding_model, :all_mpnet_base_v2
For Code-Specific:
config :ragex, :embedding_model, :codebert_base
For Multilingual:
config :ragex, :embedding_model, :paraphrase_multilingual
Check Status Anytime:
mix ragex.embeddings.migrate --check


References
	Sentence Transformers Documentation
	HuggingFace Models
	CodeBERT Paper
	Bumblebee Library
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    Ragex Automated Refactoring Suggestions

Comprehensive guide to Ragex's automated refactoring suggestion engine (Phase 11G).
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Overview
The automated refactoring suggestion engine analyzes your codebase to identify improvement opportunities by combining:
	Code duplication detection (Type I-IV clones via Metastatic)
	Dead code detection (interprocedural + intraprocedural)
	Quality metrics (complexity, coupling, instability)
	Impact analysis (risk scoring, effort estimation)
	Dependency analysis (circular dependencies, god modules)

Each suggestion includes:
	Pattern type (extract_function, split_module, etc.)
	Priority level (critical, high, medium, low, info)
	Actionable plan with step-by-step instructions
	RAG-powered advice (optional, AI-generated context-aware guidance)

Architecture
Target Code (file/module/directory)
         ↓
[Analysis] → Duplication, Dead Code, Quality, Coupling, Impact
         ↓
[Pattern Detection] → 9 refactoring patterns with confidence scores
         ↓
[Priority Ranking] → Score and classify by priority (5 levels)
         ↓
[Action Generation] → Executable plans using MCP tools
         ↓
[RAG Integration] → Optional AI-powered advice
         ↓
Prioritized Suggestions with Action Plans
Core Components
	Suggestion Engine (Ragex.Analysis.Suggestions)
	Orchestrates the entire analysis pipeline
	Main entry point: analyze_target/2


	Pattern Detectors (Ragex.Analysis.Suggestions.Patterns)
	Detects 9 refactoring patterns
	Returns raw suggestions with confidence scores


	Priority Ranker (Ragex.Analysis.Suggestions.Ranker)
	Scores suggestions using multi-factor algorithm
	Classifies into 5 priority levels


	Action Generator (Ragex.Analysis.Suggestions.Actions)
	Generates step-by-step refactoring plans
	Maps to existing MCP tools


	RAG Advisor (Ragex.Analysis.Suggestions.RAGAdvisor)
	Generates AI-powered context-aware advice
	Pattern-specific prompts



Refactoring Patterns
1. Extract Function
Detects: Long functions, duplicate code blocks
Triggers:
	Cyclomatic complexity > 15 AND lines of code > 30
	OR lines of code > 50
	Code duplication similarity > 0.85 (Type I/II clones)

Example:
# Before (complexity: 20, LOC: 80)
def process_order(order) do
  # 80 lines of mixed validation, calculation, and persistence logic
end

# After
def process_order(order) do
  with {:ok, order} <- validate_order(order),
       {:ok, totals} <- calculate_totals(order),
       {:ok, order} <- persist_order(order) do
    {:ok, order}
  end
end
2. Inline Function
Detects: Trivial wrappers, single-use functions
Triggers:
	Lines of code <= 3
	Cyclomatic complexity <= 1

Example:
# Before
defp add(a, b), do: a + b
def calculate(x, y), do: add(x, y)

# After
def calculate(x, y), do: x + y
3. Split Module
Detects: God modules, low cohesion
Triggers:
	Function count > 30
	OR function count > 20 AND instability > 0.8

Example:
# Before: UserModule (40 functions)
defmodule UserModule do
  # Authentication functions
  # Profile management
  # Notification settings
  # Email preferences
  # Analytics tracking
  # ... 40 functions total
end

# After
defmodule User.Auth do ... end
defmodule User.Profile do ... end
defmodule User.Notifications do ... end
4. Merge Modules
Detects: Similar modules with related functionality
Status: Placeholder (requires cross-module semantic analysis)
5. Remove Dead Code
Detects: Unused functions, unreachable code
Triggers:
	Dead code confidence >= 0.7
	No callers found (interprocedural)
	Unreachable after returns (intraprocedural)

Example:
# Before
defp old_implementation(data) do
  # Never called
end

# After
# Function removed
6. Reduce Coupling
Detects: High-coupling modules, circular dependencies
Triggers:
	Efferent coupling > 10 AND instability > 0.8
	Circular dependencies detected

Example:
# Before: High coupling (Ce=15, I=0.9)
defmodule OrderProcessor do
  alias App.{User, Product, Payment, Shipping, Inventory, 
             Analytics, Notification, Email, SMS, Webhook,
             Logger, Metrics, Cache, Database, Queue}
end

# After: Reduced via dependency injection
defmodule OrderProcessor do
  alias App.{Order, Payment, Fulfillment}
  # Other dependencies injected as configuration
end
7. Simplify Complexity
Detects: High cyclomatic complexity, deep nesting
Triggers:
	Cyclomatic complexity >= 15
	OR nesting depth >= 5

Example:
# Before (complexity: 18, nesting: 6)
def process(data) do
  if data.valid? do
    if data.approved? do
      if data.amount > 100 do
        # deeply nested logic
      end
    end
  end
end

# After (complexity: 8, nesting: 2)
def process(data) do
  with :ok <- validate(data),
       :ok <- check_approval(data),
       :ok <- verify_amount(data) do
    perform_processing(data)
  end
end
8. Extract Module
Detects: Related functions scattered across modules
Status: Placeholder (requires semantic analysis)
9. Introduce FSM
Detects: Imperative status/state management patterns that should be modeled as a finite state machine.
Triggers:
	Business logic issues from ImperativeStatusHandling analyzer (Metastatic)
	3+ distinct status values detected (branching/assignment/schema)
	OR 2+ status values with 2+ transition-verb functions (activate, archive, etc.)

Output includes:
	Detected states and transition functions
	Generated Mermaid state diagram
	Generated Finitomata module skeleton
	Confidence score based on evidence tiers (branching, assignment, transition verbs)

Example:
# Before (imperative status management)
defmodule MyApp.Order do
  schema "orders" do
    field :status, Ecto.Enum, values: [:draft, :pending, :paid, :shipped]
  end

  def submit(order), do: put_change(order, :status, :pending)
  def pay(order), do: put_change(order, :status, :paid)
  def ship(order), do: put_change(order, :status, :shipped)
end

# After (FSM - generated skeleton)
defmodule MyApp.OrderFSM do
  @fsm """
  draft --> |submit| pending
  pending --> |pay| paid
  paid --> |ship| shipped
  """

  use Finitomata, fsm: @fsm, syntax: :flowchart

  @impl Finitomata
  def on_transition(:draft, :submit, _payload, state),
    do: {:ok, :pending, state}

  def on_transition(:pending, :pay, _payload, state),
    do: {:ok, :paid, state}

  def on_transition(:paid, :ship, _payload, state),
    do: {:ok, :shipped, state}
end
Priority Ranking
Scoring Algorithm
Priority score = (benefit × 0.4) + (impact × 0.2) - (risk × 0.2) - (effort × 0.1) + (confidence × 0.1)
Factors:
	Benefit (40%): Expected improvement (complexity reduction, duplication removal)
	Impact (20%): Scope of change (affected files/modules) - logarithmic scale
	Risk (-20%): Likelihood of introducing bugs (low: 0.2, medium: 0.5, high: 0.8)
	Effort (-10%): Time/complexity to implement
	Confidence (10%): Confidence in the detection

Priority Levels
	Priority	Score Range	Description
	Critical	> 0.8	Must address soon, high-impact issues
	High	> 0.6	Important improvements with good ROI
	Medium	> 0.4	Beneficial but not urgent
	Low	> 0.2	Optional improvements
	Info	≤ 0.2	For awareness only

Pattern-Specific Adjustments
	remove_dead_code: +0.1 boost (easy wins)
	simplify_complexity: +0.05 boost (high benefit)
	split_module: -0.05 penalty (high effort)

ROI Calculation
ROI = Benefit / Effort
Higher ROI indicates better return for effort invested.
Action Plans
Each suggestion includes an executable action plan with:
Structure
%{
  suggestion_id: "abc123",
  pattern: :extract_function,
  steps: [
    %{order: 1, action: "Analyze impact", tool: "analyze_impact", params: %{...}, estimated_time: "30 seconds"},
    %{order: 2, action: "Identify code blocks", tool: nil, estimated_time: "5-10 minutes"},
    %{order: 3, action: "Preview extraction", tool: "preview_refactor", params: %{...}, estimated_time: "1 minute"},
    %{order: 4, action: "Apply refactoring", tool: "advanced_refactor", params: %{...}, estimated_time: "30 seconds"},
    %{order: 5, action: "Run tests", command: "mix test", estimated_time: "1-5 minutes"}
  ],
  total_steps: 5,
  estimated_total_time: "30-60 minutes",
  validation: ["Run mix format", "Run mix test", "Review changed files"],
  rollback: ["Use undo_refactor MCP tool", "Or use git revert"]
}
MCP Tool Integration
Action plans map to existing MCP tools:
	analyze_impact - Impact analysis
	preview_refactor - Preview with diffs
	advanced_refactor - Execute refactoring
	undo_refactor - Rollback changes
	analyze_quality - Quality metrics
	find_duplicates - Duplication detection

RAG Integration
AI-Powered Advice
When use_rag: true, the engine generates context-aware advice using the RAG pipeline:
	Pattern-Specific Prompts - Tailored to each refactoring type
	Context Retrieval - Finds similar patterns in your codebase
	AI Generation - Produces concrete, actionable advice
	Fallback - Direct AI generation if no retrieval results

Example RAG Advice
For extract_function with complexity 18:

"Extract the validation logic (lines 45-60) into validate_input/1. 
This function should:
- Take the raw input map
- Return {:ok, validated} or {:error, reason}
- Handle the email format check and required fields

Consider also extracting the calculation logic (lines 75-95) into 
calculate_totals/1 to further reduce complexity."
Configuration
# Enable RAG advice
{:ok, result} = Suggestions.analyze_target(target, use_rag: true)

# Configure provider/temperature
{:ok, result} = Suggestions.analyze_target(target, 
  use_rag: true,
  provider: :deepseek,
  temperature: 0.7
)
MCP Tools
suggest_refactorings
Analyzes code and generates prioritized refactoring suggestions.
Parameters:
	target (required): File path, directory, or module name
	patterns (optional): Filter by specific patterns
	min_priority (optional): Minimum priority level (default: "low")
	include_actions (optional): Include action plans (default: true)
	use_rag (optional): Use RAG for AI advice (default: false)
	format (optional): Output format - "summary", "detailed", "json" (default: "summary")

Examples:
{
  "name": "suggest_refactorings",
  "arguments": {
    "target": "lib/my_module.ex",
    "min_priority": "high",
    "include_actions": true,
    "format": "detailed"
  }
}
{
  "name": "suggest_refactorings",
  "arguments": {
    "target": "lib/",
    "patterns": ["extract_function", "simplify_complexity"],
    "use_rag": true,
    "format": "json"
  }
}
explain_suggestion
Provides detailed explanation for a specific suggestion.
Status: Stub implementation (requires suggestion state management)
Usage Examples
Elixir API
alias Ragex.Analysis.Suggestions

# Analyze a module
{:ok, result} = Suggestions.analyze_target({:module, MyModule})

IO.puts("Found #{length(result.suggestions)} suggestions")
IO.puts("High priority: #{result.summary.by_priority[:high] || 0}")

# Analyze a file
{:ok, result} = Suggestions.analyze_target("lib/my_module.ex")

# Analyze a directory
{:ok, result} = Suggestions.analyze_target("lib/", 
  recursive: true,
  min_priority: :high
)

# Filter by patterns
{:ok, result} = Suggestions.analyze_target(target,
  patterns: [:extract_function, :simplify_complexity]
)

# With RAG advice
{:ok, result} = Suggestions.analyze_target(target,
  use_rag: true,
  include_actions: true
)

# Process suggestions
Enum.each(result.suggestions, fn sugg ->
  IO.puts("[#{sugg.priority}] #{sugg.pattern}: #{sugg.reason}")
  IO.puts("  Confidence: #{sugg.confidence}")
  IO.puts("  Benefit: #{sugg.benefit}")
  
  if sugg.action_plan do
    IO.puts("  Steps: #{sugg.action_plan.total_steps}")
  end
  
  if sugg.rag_advice do
    IO.puts("  AI Advice: #{sugg.rag_advice}")
  end
end)
Pattern-Specific Analysis
# Focus on complexity issues
{:ok, suggestions} = Suggestions.suggest_for_pattern(
  "lib/",
  :simplify_complexity
)

# Focus on dead code
{:ok, suggestions} = Suggestions.suggest_for_pattern(
  {:module, MyModule},
  :remove_dead_code
)
Best Practices
When to Use Suggestions
	Before major refactoring - Get prioritized recommendations
	During code review - Identify improvement opportunities
	After adding features - Check for introduced complexity
	Regular maintenance - Monthly codebase health checks

Interpreting Results
	Start with critical/high priority - Focus on highest ROI
	Review confidence scores - Higher confidence = more reliable
	Check impact analysis - Understand scope before refactoring
	Read RAG advice - Get context-specific guidance
	Follow action plans - Step-by-step instructions minimize risk

Applying Suggestions
	One at a time - Don't apply multiple suggestions simultaneously
	Run tests - After each refactoring
	Use preview mode - Check diffs before applying
	Commit frequently - Easy rollback if needed
	Keep backups - Atomic operations create automatic backups

False Positives
Some suggestions may not apply:
	Callbacks mistaken for dead code - Check confidence score
	Intentional coupling - Architectural decisions
	Generated code - May have high complexity by design
	Performance-critical code - Optimization over readability

Use your judgment and domain knowledge to filter suggestions.
Performance Considerations
	Large codebases - Analyze specific modules first
	RAG advice - Adds 2-3 seconds per suggestion
	Action plans - Minimal overhead
	Caching - Analysis results not cached (run on demand)

Advanced Usage
Custom Priority Filtering
{:ok, result} = Suggestions.analyze_target(target)

# Filter by custom criteria
high_roi = result.suggestions
|> Enum.filter(fn s -> Ranker.calculate_roi(s) > 2.0 end)
|> Enum.sort_by(&(&1.priority_score), :desc)

# Filter by pattern and priority
complexity_issues = result.suggestions
|> Enum.filter(fn s -> 
  s.pattern == :simplify_complexity and 
  s.priority in [:critical, :high]
end)
Batch Processing
# Analyze multiple modules
modules = [MyModule1, MyModule2, MyModule3]

results = Enum.map(modules, fn mod ->
  {:ok, result} = Suggestions.analyze_target({:module, mod})
  {mod, result}
end)

# Aggregate statistics
total_suggestions = results
|> Enum.reduce(0, fn {_mod, result}, acc -> 
  acc + result.summary.total 
end)
Integration with CI/CD
# Example: Fail build if critical suggestions found
mix ragex.analyze lib/ --format=json > suggestions.json

# Parse JSON and check for critical priority
# (Implementation depends on your CI system)

Troubleshooting
No Suggestions Found
	Codebase may already be well-structured
	Try lowering min_priority to :info
	Check that files are analyzed and in knowledge graph

Low Confidence Scores
	Patterns detected but low certainty
	Review manually before applying
	Consider false positive

RAG Advice Not Generated
	Check AI provider is configured
	Verify embeddings are generated
	May fail silently if provider unavailable

Action Plan Errors
	Ensure MCP tools are available
	Check that refactoring operations are supported
	Some plans require manual steps

See Also
	ANALYSIS.md - Code analysis capabilities
	ALGORITHMS.md - Graph algorithms
	STREAMING.md - RAG streaming responses
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    Ragex MCP Prompts

Prompts are high-level workflow templates that compose multiple Ragex tools into guided analysis tasks. They provide structured instructions that help LLMs leverage Ragex's hybrid RAG capabilities effectively.
Overview
Prompts enable LLMs to:
	Perform complex multi-step analyses with clear guidance
	Discover and use appropriate Ragex tools for specific tasks
	Follow best practices for code analysis workflows
	Provide consistent, structured results

Available Prompts
1. Analyze Architecture (analyze_architecture)
Performs comprehensive architectural analysis of a codebase.
Arguments:
	path (required): Path to the directory or file to analyze
	depth (optional): Analysis depth	"shallow" - Quick overview with graph statistics
	"deep" - Detailed analysis with community detection and centrality metrics



Suggested Tools:
	Shallow: analyze_directory, graph_stats
	Deep: analyze_directory, detect_communities, betweenness_centrality, graph_stats

Example Usage:
{
  "jsonrpc": "2.0",
  "id": 1,
  "method": "prompts/get",
  "params": {
    "name": "analyze_architecture",
    "arguments": {
      "path": "/project/lib",
      "depth": "deep"
    }
  }
}
Output Guidance:
	Architectural structure and modularity assessment
	Key modules and their relationships
	Potential coupling issues
	Critical functions that act as bridges


2. Find Impact (find_impact)
Analyzes the impact and importance of a specific function.
Arguments:
	module (required): Module name containing the function
	function (required): Function name to analyze
	arity (required): Function arity (number of arguments)

Suggested Tools:
	query_graph (find_function, get_callers)
	graph_stats (PageRank importance)
	find_paths (trace from entry points)

Example Usage:
{
  "name": "find_impact",
  "arguments": {
    "module": "MyApp.Core",
    "function": "process",
    "arity": 2
  }
}
Output Guidance:
	Impact radius (number of callers)
	Importance score (PageRank)
	Affected modules
	Refactoring risk assessment
	Whether function is architecturally critical


3. Explain Code Flow (explain_code_flow)
Explains execution flow between two functions with narrative description.
Arguments:
	from_function (required): Starting function (format: Module.function/arity)
	to_function (required): Target function (format: Module.function/arity)
	context_lines (optional): Number of context lines (default: 3)

Suggested Tools:
	find_paths (discover call chains)
	query_graph (get function details)
	semantic_search (find related documentation)

Example Usage:
{
  "name": "explain_code_flow",
  "arguments": {
    "from_function": "MyApp.Web.Controller.index/2",
    "to_function": "MyApp.DB.Query.fetch/1",
    "context_lines": "5"
  }
}
Output Guidance:
	Number of different paths between functions
	Step-by-step explanation of most direct path
	What each intermediate function does
	Alternative paths and when they're taken
	Overall execution flow context


4. Find Similar Code (find_similar_code)
Finds code similar to a natural language description using hybrid search.
Arguments:
	description (required): Natural language description of code to find
	file_type (optional): File type filter (e.g., "elixir", "python")
	top_k (optional): Number of results to return (default: 5)

Suggested Tools:
	hybrid_search (semantic + graph search)
	query_graph (detailed match information)

Example Usage:
{
  "name": "find_similar_code",
  "arguments": {
    "description": "function that validates user input and returns errors",
    "file_type": "elixir",
    "top_k": "3"
  }
}
Output Guidance:
	Similarity score for each match
	File location and function name
	Why each result matches
	Code snippets showing implementation
	Which result best matches intent


5. Suggest Refactoring (suggest_refactoring)
Analyzes code and suggests refactoring opportunities.
Arguments:
	target_path (required): Path to code to analyze
	focus (optional): Refactoring focus	"modularity" - Module structure analysis (default)
	"coupling" - Dependency analysis
	"complexity" - Hotspot identification



Suggested Tools:
	analyze_directory (build knowledge graph)
	detect_communities (identify coupling patterns)
	betweenness_centrality (find bottlenecks)
	graph_stats (overall metrics)

Example Usage:
{
  "name": "suggest_refactoring",
  "arguments": {
    "target_path": "/project/lib/my_app",
    "focus": "coupling"
  }
}
Output Guidance:
	Specific functions/modules needing attention
	Why they're problematic
	Concrete refactoring actions
	Priority level (high/medium/low) based on metrics
	Potential refactoring risks


6. Safe Rename (safe_rename)
Previews and optionally performs safe semantic renaming.
Arguments:
	type (required): Entity type ("function" or "module")
	old_name (required): Current name
	new_name (required): New name
	scope (optional): Rename scope	"module" - Current module only
	"project" - Project-wide (default)



Suggested Tools:
	query_graph (verify entity exists)
	graph_stats (calculate impact)
	refactor_code (execute rename)

Example Usage:
{
  "name": "safe_rename",
  "arguments": {
    "type": "function",
    "old_name": "process_data",
    "new_name": "transform_data",
    "scope": "project"
  }
}
Output Guidance:
	Whether entity exists and can be renamed
	Number of files affected
	Impact on other modules
	Potential naming conflicts
	Risk level (low/medium/high)
	Ask user before executing with refactor_code


Workflow Patterns
Sequential Analysis
For deep architectural analysis:
	Use analyze_architecture (deep) for overview
	Use suggest_refactoring on problem areas
	Use find_impact on critical functions
	Use safe_rename for approved refactorings

Code Discovery
For finding existing implementations:
	Use find_similar_code with description
	Use explain_code_flow to understand execution
	Use find_impact to assess reuse safety

Impact Assessment
Before making changes:
	Use find_impact on target function
	Use explain_code_flow to trace dependencies
	Use safe_rename to preview changes

Best Practices
1. Start Broad, Then Narrow
	Begin with analyze_architecture for overview
	Drill down with specific prompts
	Use focused tools for detailed investigation

2. Validate Before Acting
	Use safe_rename preview before actual rename
	Check find_impact before major refactoring
	Verify paths with explain_code_flow

3. Combine Semantic and Structural
	Use find_similar_code for discovery
	Follow up with graph queries for structure
	Leverage hybrid search capabilities

4. Monitor Cache
	Check cache/status resource before large analyses
	Refresh embeddings if many files changed
	Validate model readiness with model/config

Integration with Tools
Prompts suggest tools but don't execute them. The LLM should:
	Read the prompt instructions
	Execute suggested tools in sequence
	Synthesize results according to output guidance
	Present findings to user

Example flow for analyze_architecture:
1. LLM receives prompt
2. LLM calls analyze_directory tool
3. LLM calls detect_communities tool
4. LLM calls betweenness_centrality tool
5. LLM calls graph_stats tool
6. LLM synthesizes results into architectural summary
Error Handling
If a prompt cannot be executed:
	Missing required arguments → Return validation error
	Invalid entity references → Check existence first with query_graph
	Empty results → Suggest analyzing directory first
	Model not ready → Check model/config resource

Performance Considerations
	Prompt	Typical Duration	Complexity
	analyze_architecture (shallow)	10-30s	Low
	analyze_architecture (deep)	30-120s	High
	find_impact	5-15s	Medium
	explain_code_flow	10-30s	Medium
	find_similar_code	5-20s	Medium
	suggest_refactoring	30-90s	High
	safe_rename	10-40s	Medium

Times depend on codebase size and whether embeddings are cached.
Examples
Full Architectural Review
// Step 1: Deep analysis
{"name": "analyze_architecture", "arguments": {"path": "/project/lib", "depth": "deep"}}

// Step 2: Focus on modularity issues
{"name": "suggest_refactoring", "arguments": {"target_path": "/project/lib", "focus": "modularity"}}

// Step 3: Assess impact of critical function
{"name": "find_impact", "arguments": {"module": "Core", "function": "main", "arity": 1}}
Safe Refactoring Workflow
// Step 1: Find what needs renaming
{"name": "find_similar_code", "arguments": {"description": "inconsistent naming pattern"}}

// Step 2: Check impact
{"name": "find_impact", "arguments": {"module": "Utils", "function": "old_name", "arity": 2}}

// Step 3: Preview rename
{"name": "safe_rename", "arguments": {"type": "function", "old_name": "old_name", "new_name": "new_name"}}
See Also
	RESOURCES.md - Read-only state access
	README.md - Tool reference
	ALGORITHMS.md - Algorithm details
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    Ragex MCP Resources

Resources provide read-only access to Ragex's internal state through the Model Context Protocol. They enable LLMs to observe and query Ragex's knowledge graph, embeddings cache, model configuration, and analysis results.
Overview
Resources are accessed via URIs with the format: ragex://<category>/<resource>
All resources return JSON data with MIME type application/json.
Available Resources
1. Graph Statistics (ragex://graph/stats)
Provides comprehensive statistics about the knowledge graph.
Returns:
{
  "node_count": 1234,
  "node_counts_by_type": {
    "module": 150,
    "function": 1084
  },
  "edge_count": 2500,
  "average_degree": 2.03,
  "density": 0.0016,
  "top_by_pagerank": [
    {
      "node_id": "MyApp.Core.start/2",
      "pagerank_score": 0.015432
    }
  ],
  "top_by_degree": [
    {
      "node_id": "MyApp.Utils.log/1",
      "in_degree": 85,
      "out_degree": 3,
      "total_degree": 88
    }
  ]
}
Use Cases:
	Quick overview of codebase size and complexity
	Identify most important modules and functions
	Assess code connectivity and coupling


2. Cache Status (ragex://cache/status)
Reports on embedding cache health and file tracking status.
Returns:
{
  "cache_enabled": true,
  "cache_file": "/home/user/.cache/ragex/project_abc123/embeddings.ets",
  "cache_size_bytes": 15728640,
  "cache_valid": true,
  "embeddings_count": 1234,
  "model_name": "all_mini_lm_l6_v2",
  "last_saved": 1704376800,
  "tracked_files": 45,
  "changed_files": 2,
  "unchanged_files": 43,
  "stale_entities_count": 8
}
Use Cases:
	Determine if cache refresh is needed
	Monitor embedding regeneration status
	Track file changes since last analysis


3. Model Configuration (ragex://model/config)
Returns active embedding model details and capabilities.
Returns:
{
  "model_name": "sentence-transformers/all-MiniLM-L6-v2",
  "dimensions": 384,
  "ready": true,
  "memory_usage_mb": 400,
  "capabilities": {
    "supports_batch": true,
    "supports_normalization": true,
    "local_inference": true
  },
  "parameters": {
    "max_sequence_length": 512,
    "pooling": "mean"
  }
}
Use Cases:
	Verify model readiness before semantic operations
	Check model compatibility for cache migration
	Estimate resource requirements


4. Project Index (ragex://project/index)
Lists all tracked files with metadata and language distribution.
Returns:
{
  "total_files": 45,
  "tracked_files": [
    {
      "path": "/project/lib/my_app/core.ex",
      "content_hash": "a1b2c3d4...",
      "analyzed_at": 1704376500,
      "size_bytes": 2048,
      "language": "elixir"
    }
  ],
  "language_distribution": {
    "elixir": 38,
    "python": 5,
    "javascript": 2
  },
  "recently_changed": ["/project/lib/my_app/utils.ex"],
  "changed_files_count": 2,
  "total_entities": 1234,
  "entities_by_type": {
    "modules": 150,
    "functions": 1084
  }
}
Use Cases:
	Discover all analyzed files in project
	Monitor file change activity
	Understand language composition


5. Algorithm Catalog (ragex://algorithms/catalog)
Comprehensive catalog of available graph algorithms with parameters and complexity.
Returns:
{
  "algorithms": [
    {
      "name": "pagerank",
      "category": "centrality",
      "description": "Importance scoring based on call relationships",
      "parameters": {
        "damping": {
          "type": "float",
          "default": 0.85,
          "description": "Damping factor"
        },
        "max_iterations": {
          "type": "integer",
          "default": 100,
          "description": "Maximum iterations"
        }
      },
      "complexity": "O(k * (n + m)) where k is iterations, n is nodes, m is edges",
      "use_cases": [
        "Identify most important functions in codebase",
        "Find architectural entry points",
        "Prioritize refactoring efforts"
      ]
    }
  ]
}
Algorithms Included:
	PageRank - Importance scoring
	Betweenness Centrality - Bridge/bottleneck identification
	Closeness Centrality - Central function identification  
	Degree Centrality - Connection counting
	Find Paths - Call chain discovery
	Detect Communities - Architectural module discovery

Use Cases:
	Discover available algorithms and their parameters
	Understand complexity characteristics
	Select appropriate algorithm for analysis task


6. Analysis Summary (ragex://analysis/summary)
Pre-computed architectural analysis with key insights.
Returns:
{
  "overview": {
    "total_nodes": 1234,
    "total_edges": 2500,
    "average_degree": 2.03,
    "density": 0.0016
  },
  "key_modules": [
    {
      "node_id": "MyApp.Core",
      "importance": 0.025
    }
  ],
  "bottlenecks": [
    {
      "node_id": "MyApp.Router.dispatch/2",
      "betweenness_score": 0.12
    }
  ],
  "communities": [
    {
      "community_id": "1",
      "size": 150,
      "sample_members": ["MyApp.Auth", "MyApp.Auth.Token", "MyApp.Auth.User"]
    }
  ],
  "community_count": 8
}
Use Cases:
	Quick architectural overview
	Identify critical functions and bottlenecks
	Understand code organization and modularity


Usage Examples
Via MCP Protocol
{
  "jsonrpc": "2.0",
  "id": 1,
  "method": "resources/list",
  "params": {}
}
Response:
{
  "jsonrpc": "2.0",
  "id": 1,
  "result": {
    "resources": [
      {
        "uri": "ragex://graph/stats",
        "name": "Graph Statistics",
        "description": "...",
        "mimeType": "application/json"
      }
    ]
  }
}
Reading a Resource
{
  "jsonrpc": "2.0",
  "id": 2,
  "method": "resources/read",
  "params": {
    "uri": "ragex://graph/stats"
  }
}
Response:
{
  "jsonrpc": "2.0",
  "id": 2,
  "result": {
    "contents": [
      {
        "uri": "ragex://graph/stats",
        "mimeType": "application/json",
        "text": "{\"node_count\":1234,...}"
      }
    ]
  }
}
Best Practices
	Cache Resources: Results are computed on-demand but can be expensive for large codebases
	Check Model Readiness: Query model/config before semantic operations
	Monitor Cache: Use cache/status to decide when to refresh embeddings
	Combine Resources: Use multiple resources together for comprehensive analysis

Error Handling
Resources return errors in standard MCP format:
{
  "jsonrpc": "2.0",
  "id": 1,
  "error": {
    "code": -32603,
    "message": "Internal error: Unknown resource: graph/invalid"
  }
}
Common Errors:
	Invalid URI scheme (must be ragex://)
	Unknown category or resource
	Resource computation failure (e.g., empty graph)

Performance
	Resource	Typical Response Time	Notes
	graph/stats	50-200ms	Depends on graph size
	cache/status	<10ms	File system check
	model/config	<5ms	In-memory data
	project/index	10-50ms	Depends on tracked files
	algorithms/catalog	<5ms	Static data
	analysis/summary	200-1000ms	Runs community detection

For large codebases (>10k entities), analysis/summary may take several seconds.
See Also
	PROMPTS.md - High-level workflow templates
	ALGORITHMS.md - Detailed algorithm documentation
	CONFIGURATION.md - Cache and model configuration
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    Streaming Responses in Ragex

This document explains the streaming response functionality.
Overview
Ragex now supports streaming responses from all four AI providers:
	OpenAI: GPT-4, GPT-4-turbo, GPT-3.5-turbo (SSE format)
	Anthropic: Claude 3 Opus/Sonnet/Haiku (SSE format with event types)
	DeepSeek: deepseek-chat, deepseek-reasoner (SSE format, OpenAI-compatible)
	Ollama: Local LLMs (NDJSON format)

Streaming provides real-time response generation, allowing for:
	Progressive UI updates as content arrives
	Lower perceived latency for long responses
	Better user experience for interactive applications
	Token usage tracking in real-time

Architecture
Provider Level (lib/ragex/ai/provider/)
Each provider implements the stream_generate/3 callback defined in Ragex.AI.Behaviour:
@callback stream_generate(prompt :: String.t(), context :: map() | nil, opts) ::
            {:ok, Enumerable.t(chunk())} | {:error, term()}
Chunk format:
%{
  content: String.t(),     # Incremental content
  done: boolean(),          # true for final chunk
  metadata: map()           # Provider info, usage stats (on final chunk)
}
Implementation pattern:
	Initiate HTTP streaming request with Req.post(..., into: fn {:data, data}, {req, resp} -> ...)
	Use Task.async to handle streaming in separate process
	Use Stream.resource to create Elixir stream from HTTP chunks
	Parse SSE/NDJSON events and extract content deltas
	Track token usage and include in final chunk metadata

Error handling:
	HTTP errors: {:error, {:api_error, status, body}}
	Network errors: {:error, {:http_error, reason}}
	Timeouts: 30-second receive timeout per provider

Pipeline Level (lib/ragex/rag/pipeline.ex)
Three new streaming functions:
# Query with streaming
Pipeline.stream_query(user_query, opts)

# Explain with streaming
Pipeline.stream_explain(target, aspect, opts)

# Suggest with streaming
Pipeline.stream_suggest(target, focus, opts)
Features:
	Automatic usage tracking (records tokens on final chunk)
	Source attribution (added to final chunk metadata)
	Rate limiting (checked before starting stream)
	Retrieval context injection (same as non-streaming)

Options:
	:stream_metadata - Include sources in every chunk (default: false)
	All standard RAG options (:limit, :threshold, :provider, etc.)

MCP Tools Level (lib/ragex/mcp/handlers/tools.ex)
Three new MCP tools:
rag_query_stream    - Streaming version of rag_query
rag_explain_stream  - Streaming version of rag_explain
rag_suggest_stream  - Streaming version of rag_suggest
Usage Examples
Direct Provider Usage
alias Ragex.AI.Provider.OpenAI

# Start streaming
{:ok, stream} = OpenAI.stream_generate(
  "Explain this code",
  %{context: "def foo, do: :bar"},
  temperature: 0.7
)

# Consume stream
Enum.each(stream, fn
  %{done: false, content: chunk} ->
    IO.write(chunk)  # Print as it arrives
  
  %{done: true, metadata: meta} ->
    IO.puts("\n\nUsage: #{inspect(meta.usage)}")
  
  {:error, reason} ->
    IO.puts("Error: #{inspect(reason)}")
end)
RAG Pipeline Usage
alias Ragex.RAG.Pipeline

# Stream a query
{:ok, stream} = Pipeline.stream_query("How does auth work?", limit: 5)

# Accumulate content
content = 
  stream
  |> Stream.filter(fn %{done: done} -> not done end)
  |> Stream.map(fn %{content: c} -> c end)
  |> Enum.join()

# Get final metadata
final_chunk = 
  stream
  |> Enum.find(fn %{done: done} -> done end)

IO.puts("Response: #{content}")
IO.puts("Sources: #{length(final_chunk.metadata.sources)}")
MCP Tool Usage
Via MCP client:
{
  "jsonrpc": "2.0",
  "method": "tools/call",
  "params": {
    "name": "rag_query_stream",
    "arguments": {
      "query": "Explain the authentication flow",
      "limit": 5,
      "provider": "openai",
      "show_chunks": true
    }
  }
}
Response:
{
  "status": "success",
  "query": "Explain the authentication flow",
  "response": "The authentication flow consists of...",
  "sources_count": 3,
  "model_used": "gpt-4-turbo",
  "streaming": true,
  "chunks_count": 12,
  "chunks": [...]  // Only if show_chunks: true
}
Protocol Details
OpenAI SSE Format
data: {"choices":[{"delta":{"content":"Hello"},"finish_reason":null}]}

data: {"choices":[{"delta":{"content":" world"},"finish_reason":null}]}

data: {"choices":[{"delta":{},"finish_reason":"stop"}],"usage":{"prompt_tokens":10,"completion_tokens":5}}

data: [DONE]
Anthropic SSE Format
event: message_start
data: {"type":"message_start","message":{"usage":{"input_tokens":10}}}

event: content_block_delta
data: {"type":"content_block_delta","delta":{"type":"text_delta","text":"Hello"}}

event: content_block_delta
data: {"type":"content_block_delta","delta":{"type":"text_delta","text":" world"}}

event: message_delta
data: {"type":"message_delta","usage":{"output_tokens":5}}

event: message_stop
data: {"type":"message_stop"}
Ollama NDJSON Format
{"model":"codellama","response":"Hello","done":false}
{"model":"codellama","response":" world","done":false}
{"model":"codellama","response":"","done":true}
Performance Characteristics
Latency:
	First chunk: ~200-500ms (same as non-streaming)
	Subsequent chunks: ~50-100ms intervals
	Total time: Same as non-streaming (no overhead)

Token Usage:
	Tracked identically to non-streaming
	Reported in final chunk metadata
	Recorded via Usage module for cost tracking

Memory:
	Constant memory per stream (buffering only incomplete events)
	No accumulation until explicitly collected

Cancellation:
	Streams can be stopped early by halting enumeration
	Task cleanup via Stream.resource cleanup function
	30-second receive timeout prevents hanging

Error Scenarios
	Error	When	Handling
	API Error (4xx/5xx)	HTTP status != 200	{:error, {:api_error, status, body}}
	Network Error	Connection lost	{:error, {:http_error, reason}}
	Timeout	No data for 30s	{:error, :timeout} in stream
	Rate Limit	Before request	{:error, {:rate_limited, reason}}
	Invalid JSON	SSE/NDJSON parse	Skip chunk, continue stream

Configuration
No additional configuration required. Streaming uses the same provider settings as non-streaming:
config :ragex, :ai_providers,
  openai: [
    endpoint: "https://api.openai.com/v1",
    model: "gpt-4-turbo",
    options: [
      temperature: 0.7,
      max_tokens: 2048
    ]
  ]
What’s there
	Full MCP Streaming Protocol
	Emit JSON-RPC notifications for each chunk
	Cancellation support via MCP protocol
	Progress indicators


	Advanced Features
	Stream caching (cache reconstructed from chunks)
	Concurrent multi-provider streaming (race/merge strategies)
	Stream transformations (filtering, augmentation)


	Performance Optimizations
	Adaptive buffering based on chunk size
	Connection pooling for multiple streams
	Predictive prefetching



Limitations
Protocol:
	OpenAI: Requires stream_options: %{include_usage: true} for token counts
	Anthropic: Usage split across message_start and message_delta events
	Ollama: Token counts are estimated (not provided by API)

Troubleshooting
Stream hangs or times out:
	Check network connectivity
	Verify API key is valid
	Increase timeout if needed (modify receive after clause)

Chunks arrive slowly:
	Normal behavior (depends on model response time)
	Larger prompts take longer to process
	Use faster models (gpt-3.5-turbo vs gpt-4)

Missing final chunk:
	Check for errors in stream
	Ensure stream is fully consumed
	Look for :stream_done or :stream_error messages

Token counts are zero:
	OpenAI: Ensure API supports stream_options
	Anthropic: Check for message_delta event
	Ollama: Counts are estimated, may be rough

See Also
	lib/ragex/ai/behaviour.ex - Streaming callback definition
	lib/ragex/ai/provider/* - Provider implementations
	lib/ragex/rag/pipeline.ex - Pipeline streaming functions
	lib/ragex/mcp/handlers/tools.ex - MCP streaming tools
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    MCP Tools, Resources, and Prompts Reference

Ragex exposes 72 MCP tools, 6 resources, and 6 prompts via the Model Context Protocol over stdio and Unix socket (/tmp/ragex_mcp.sock).
All tools are called via tools/call with JSON-RPC 2.0. Resources are read via resources/read. Prompts are retrieved via prompts/get.
Quick Reference
{"jsonrpc":"2.0","method":"tools/call","params":{"name":"TOOL_NAME","arguments":{...}},"id":1}

Tools
Indexing and Analysis
analyze_file
Analyze a source file and extract code structure (modules, functions, calls) into the knowledge graph. Supports auto-detection of language from file extension.
	Parameter	Type	Required	Default	Description
	path	string	yes		Absolute or relative path to the file
	language	string	no	auto	elixir, erlang, python, javascript, typescript, auto
	generate_embeddings	boolean	no	true	Generate embeddings for semantic search

analyze_directory
Recursively analyze all supported files in a directory, extracting code structure into the knowledge graph.
	Parameter	Type	Required	Default	Description
	path	string	yes		Path to the directory (or file) to analyze
	max_depth	integer	no	10	Maximum directory depth to traverse
	exclude_patterns	string[]	no		Patterns to exclude (e.g., node_modules, .git)

watch_directory
Start watching a directory for file changes and auto-reindex modified files.
	Parameter	Type	Required	Default	Description
	path	string	yes		Directory path to watch

unwatch_directory
Stop watching a directory.
	Parameter	Type	Required	Default	Description
	path	string	yes		Directory path to stop watching

list_watched
List all currently watched directories. No parameters.

Knowledge Graph Queries
query_graph
Query the knowledge graph for code entities and relationships.
	Parameter	Type	Required	Description
	query_type	string	yes	find_module, find_function, get_calls, get_dependencies
	params	object	yes	Query-specific parameters

list_nodes
List all nodes in the knowledge graph with optional filtering.
	Parameter	Type	Required	Default	Description
	node_type	string	no		Filter by node type (module, function, etc.)
	limit	integer	no	100	Maximum results

graph_stats
Get comprehensive graph statistics including PageRank and centrality metrics. No parameters.
Returns: node_count, edge_count, average_degree, density, top_by_pagerank, top_by_degree, node_counts_by_type.
find_callers
Find all functions that call a specific function.
	Parameter	Type	Required	Description
	module	string	yes	Module name (e.g., MyModule)
	function_name	string	yes	Function name (e.g., process)
	arity	integer	no	Function arity (searches any arity if omitted)

find_paths
Find all paths (call chains) between two functions or modules.
	Parameter	Type	Required	Default	Description
	from	string	yes		Source node ID (e.g., ModuleA.function/1)
	to	string	yes		Target node ID (e.g., ModuleB.function/2)
	max_depth	integer	no	10	Maximum path length


Search
semantic_search
Search codebase using natural language queries via embedding-based semantic similarity.
	Parameter	Type	Required	Default	Description
	query	string	yes		Natural language query (e.g., "function to parse JSON")
	limit	integer	no	10	Maximum results
	threshold	number	no	0.2	Minimum similarity score (0.0-1.0, typical: 0.1-0.3)
	node_type	string	no		Filter: module or function
	include_context	boolean	no	true	Include related entities (callers, callees)

hybrid_search
Advanced search combining symbolic graph queries with semantic similarity using Reciprocal Rank Fusion.
	Parameter	Type	Required	Default	Description
	query	string	yes		Natural language search query
	strategy	string	no	fusion	fusion, semantic_first, graph_first
	limit	integer	no	10	Maximum results
	threshold	number	no	0.15	Minimum similarity score
	node_type	string	no		Filter: module or function
	include_context	boolean	no	true	Include related entities

metaast_search
Search for semantically equivalent code constructs across languages using MetaAST analysis.
	Parameter	Type	Required	Default	Description
	source_language	string	yes		elixir, erlang, python, javascript
	source_construct	string	yes		e.g., Enum.map/2, list_comprehension, or MetaAST pattern
	target_languages	string[]	no	[]	Target languages (empty = all)
	limit	integer	no	5	Max results per language
	threshold	number	no	0.6	Semantic similarity threshold
	strict_equivalence	boolean	no	false	Require exact AST match

cross_language_alternatives
Suggest cross-language alternatives for a code construct.
	Parameter	Type	Required	Default	Description
	language	string	yes		Source language
	code	string	yes		Code snippet or construct description
	target_languages	string[]	no	[]	Languages to generate alternatives for

expand_query
Expand a search query with semantic synonyms and cross-language terms.
	Parameter	Type	Required	Default	Description
	query	string	yes		Original search query
	intent	string	no	auto	explain, refactor, example, debug, general
	max_terms	integer	no	5	Maximum expansion terms
	include_synonyms	boolean	no	true	Include semantic synonyms
	include_cross_language	boolean	no	true	Include cross-language terms

find_metaast_pattern
Find all implementations of a MetaAST pattern across all languages.
	Parameter	Type	Required	Default	Description
	pattern	string	yes		MetaAST pattern (e.g., collection_op:map, loop:for, lambda)
	languages	string[]	no	[]	Filter by languages (empty = all)
	limit	integer	no	20	Maximum results


Graph Algorithms
betweenness_centrality
Compute betweenness centrality to identify bridge/bottleneck functions using Brandes' algorithm.
	Parameter	Type	Required	Default	Description
	max_nodes	integer	no	1000	Limit computation to N highest-degree nodes
	normalize	boolean	no	true	Return normalized scores (0-1)

closeness_centrality
Compute closeness centrality to identify central functions in the call graph.
	Parameter	Type	Required	Default	Description
	normalize	boolean	no	true	Return normalized scores (0-1)

detect_communities
Detect communities/clusters in the call graph to identify architectural modules.
	Parameter	Type	Required	Default	Description
	algorithm	string	no	louvain	louvain or label_propagation
	max_iterations	integer	no	10	Maximum iterations
	resolution	number	no	1.0	Resolution parameter (Louvain only)
	hierarchical	boolean	no	false	Return hierarchical structure (Louvain only)
	seed	integer	no		Random seed (label propagation only)

export_graph
Export the call graph in visualization formats.
	Parameter	Type	Required	Default	Description
	format	string	yes	graphviz	graphviz (DOT) or d3 (JSON)
	include_communities	boolean	no	true	Include community clustering
	color_by	string	no	pagerank	pagerank, betweenness, degree (graphviz only)
	max_nodes	integer	no	500	Maximum nodes to include


File Editing
edit_file
Safely edit a single file with automatic backup, syntax validation, and atomic operations.
	Parameter	Type	Required	Default	Description
	path	string	yes		Path to the file
	changes	array	yes		List of changes (see below)
	validate	boolean	no	true	Validate syntax before applying
	create_backup	boolean	no	true	Create backup before editing
	language	string	no	auto	Explicit language for validation

Each change object:
	type: replace, insert, or delete
	line_start: Starting line number (1-indexed)
	line_end: Ending line (for replace/delete)
	content: New content (for replace/insert)

edit_files
Atomically edit multiple files with automatic rollback on failure.
	Parameter	Type	Required	Default	Description
	files	array	yes		List of {path, changes, validate?, format?, language} objects
	validate	boolean	no	true	Validate all files before applying
	create_backup	boolean	no	true	Create backups
	format	boolean	no	false	Format code after editing

validate_edit
Preview validation of changes without applying them.
	Parameter	Type	Required	Description
	path	string	yes	Path to the file
	changes	array	yes	List of changes to validate
	language	string	no	Explicit language for validation

rollback_edit
Undo a recent edit by restoring from backup.
	Parameter	Type	Required	Description
	path	string	yes	Path to the file
	backup_id	string	no	Specific backup to restore (default: most recent)

edit_history
Query backup history for a file.
	Parameter	Type	Required	Default	Description
	path	string	yes		Path to the file
	limit	integer	no	10	Maximum backups to return

read_file
Read the contents of a source file with line numbers.
	Parameter	Type	Required	Description
	path	string	yes	Absolute path to the file
	start_line	integer	no	Start line (1-indexed)
	end_line	integer	no	End line (1-indexed)


Refactoring
refactor_code
Semantic refactoring operations using AST analysis and knowledge graph.
	Parameter	Type	Required	Default	Description
	operation	string	yes		rename_function or rename_module
	params	object	yes		{module, old_name, new_name, arity}
	scope	string	no	project	module or project
	validate	boolean	no	true	Validate before and after
	format	boolean	no	true	Format code after refactoring

advanced_refactor
Advanced refactoring operations with 8 operation types.
	Parameter	Type	Required	Default	Description
	operation	string	yes		See operations below
	params	object	yes		Operation-specific parameters
	validate	boolean	no	true	Validate before and after
	format	boolean	no	true	Format code after refactoring
	scope	string	no	project	module or project

Operations:
	extract_function -- params: {module, source_function, source_arity, new_function, line_start, line_end}
	inline_function -- params: {module, function, arity}
	convert_visibility -- params: {module, function, arity, visibility} (visibility: public or private)
	rename_parameter -- params: {module, function, arity, old_name, new_name}
	modify_attributes -- params: {module, changes} (changes: list of {action, attribute, value})
	change_signature -- params: {module, function, arity, changes} (changes: list of {action, param_name, position, default})
	move_function -- params: {source_module, target_module, function, arity}
	extract_module -- params: {source_module, new_module, functions} (functions: list of {name, arity})

preview_refactor
Preview refactoring changes without applying them. Shows diffs, conflicts, and statistics with optional AI commentary.
	Parameter	Type	Required	Default	Description
	operation	string	yes		rename_function, rename_module, extract_function, inline_function
	params	object	yes		Operation-specific parameters
	format	string	no	unified	unified, side_by_side, json
	ai_commentary	boolean	no	true	Generate AI risk assessment

refactor_conflicts
Check for conflicts before applying a refactoring operation.
	Parameter	Type	Required	Description
	operation	string	yes	rename_function, rename_module, move_function, extract_module
	params	object	yes	Operation-specific parameters

undo_refactor
Undo the most recent refactoring operation.
	Parameter	Type	Required	Description
	project_path	string	no	Project root path (uses cwd if not specified)

refactor_history
List refactoring operation history with timestamps and file counts.
	Parameter	Type	Required	Default	Description
	project_path	string	no	cwd	Project root path
	limit	integer	no	50	Maximum entries
	include_undone	boolean	no	false	Include undone operations

visualize_impact
Visualize the impact of refactoring changes.
	Parameter	Type	Required	Default	Description
	files	string[]	yes		File paths affected by refactoring
	format	string	no	ascii	graphviz, d3_json, ascii
	depth	integer	no	1	Impact radius depth
	include_risk	boolean	no	true	Include risk analysis

suggest_refactorings
Analyze code and generate prioritized refactoring suggestions.
	Parameter	Type	Required	Default	Description
	target	string	yes		File path, directory, or module name
	patterns	string[]	no	all	Filter: extract_function, inline_function, split_module, merge_modules, remove_dead_code, reduce_coupling, simplify_complexity, extract_module
	min_priority	string	no	low	info, low, medium, high, critical
	include_actions	boolean	no	true	Include step-by-step action plans
	use_rag	boolean	no	false	Use RAG for AI-powered advice
	format	string	no	summary	summary, detailed, json

explain_suggestion
Get detailed explanation for a specific refactoring suggestion.
	Parameter	Type	Required	Default	Description
	suggestion_id	string	yes		ID from suggest_refactorings response
	include_code_context	boolean	no	true	Include relevant code snippets
	use_rag	boolean	no	false	Generate enhanced explanation using RAG

estimate_refactoring_effort
Estimate effort required for a refactoring operation.
	Parameter	Type	Required	Default	Description
	operation	string	yes		rename_function, rename_module, extract_function, inline_function, move_function, change_signature
	target	string	yes		Module.function/arity or Module
	format	string	no	summary	summary, detailed, json

risk_assessment
Calculate risk score for changing a function or module.
	Parameter	Type	Required	Default	Description
	target	string	yes		Module.function/arity or Module
	format	string	no	summary	summary, detailed, json


Code Quality and Analysis
analyze_quality
Analyze code quality metrics (complexity, purity, LOC) using Metastatic.
	Parameter	Type	Required	Default	Description
	path	string	yes		File or directory path
	metrics	string[]	no	all	cyclomatic, cognitive, nesting, halstead, loc, function_metrics, purity
	store_results	boolean	no	true	Store in knowledge graph
	recursive	boolean	no	true	Recurse directories

quality_report
Generate a comprehensive quality report for analyzed files.
	Parameter	Type	Required	Default	Description
	report_type	string	no	summary	summary, detailed, by_language, trends
	format	string	no	text	text, json, markdown
	include_files	boolean	no	false	Include individual file details

find_complex_code
Find files or functions exceeding complexity thresholds.
	Parameter	Type	Required	Default	Description
	metric	string	no	cyclomatic	cyclomatic, cognitive, nesting
	threshold	number	no	10	Threshold value
	comparison	string	no	gt	gt, gte, lt, lte, eq
	limit	integer	no	20	Maximum results
	sort_order	string	no	desc	asc or desc
	show_functions	boolean	no	false	Include per-function breakdown

detect_smells
Detect code smells: long functions, deep nesting, magic numbers, complex conditionals, long parameter lists.
	Parameter	Type	Required	Default	Description
	path	string	yes		File or directory path
	recursive	boolean	no	true	Recurse directories
	min_severity	string	no	low	low, medium, high, critical
	thresholds	object	no		{max_statements: 50, max_nesting: 4, max_parameters: 5, max_cognitive: 15}
	smell_types	string[]	no	all	long_function, deep_nesting, magic_number, complex_conditional, long_parameter_list

analyze_business_logic
Analyze files for business logic issues using 33 analyzers (20 business logic + 13 CWE-based security).
	Parameter	Type	Required	Default	Description
	path	string	yes		File or directory path
	analyzers	string[]	no	all	Filter specific analyzers (see below)
	min_severity	string	no	info	info, low, medium, high, critical
	recursive	boolean	no	true	Recurse directories
	format	string	no	summary	summary, detailed, json

Business logic analyzers: callback_hell, missing_error_handling, silent_error_case, swallowing_exception, hardcoded_value, n_plus_one_query, inefficient_filter, unmanaged_task, telemetry_in_recursive_function, missing_telemetry_for_external_http, sync_over_async, direct_struct_update, missing_handle_async, blocking_in_plug, missing_telemetry_in_auth_plug, missing_telemetry_in_liveview_mount, missing_telemetry_in_oban_worker, missing_preload, inline_javascript, missing_throttle.
CWE-based security analyzers: sql_injection (CWE-89), xss_vulnerability (CWE-79), ssrf_vulnerability (CWE-918), path_traversal (CWE-22), insecure_direct_object_reference (CWE-639), missing_authentication (CWE-306), missing_authorization (CWE-862), incorrect_authorization (CWE-863), missing_csrf_protection (CWE-352), sensitive_data_exposure (CWE-200), unrestricted_file_upload (CWE-434), improper_input_validation (CWE-20), toctou (CWE-367).

Dependency and Dead Code Analysis
analyze_dependencies
Analyze module dependencies -- coupling metrics, circular dependencies, relationships.
	Parameter	Type	Required	Default	Description
	module	string	no	all	Module name to analyze
	include_transitive	boolean	no	false	Include transitive dependencies
	format	string	no	summary	summary, detailed, json

find_circular_dependencies
Find circular dependencies in the codebase.
	Parameter	Type	Required	Default	Description
	scope	string	no	module	module or function
	min_cycle_length	integer	no	2	Minimum cycle length
	limit	integer	no	100	Maximum cycles to return

coupling_report
Generate coupling metrics report with afferent/efferent coupling and instability.
	Parameter	Type	Required	Default	Description
	format	string	no	text	text, json, markdown
	sort_by	string	no	instability	name, instability, afferent, efferent
	include_transitive	boolean	no	false	Include transitive metrics
	threshold	integer	no	0	Minimum total coupling (0 = show all)

find_dead_code
Find potentially unused code (functions with no callers) with confidence scoring.
	Parameter	Type	Required	Default	Description
	scope	string	no	all	exports, private, all, modules
	min_confidence	number	no	0.5	Confidence threshold (0.0-1.0)
	exclude_tests	boolean	no	true	Exclude test modules
	include_callbacks	boolean	no	false	Include potential callbacks
	format	string	no	summary	summary, detailed, suggestions

analyze_dead_code_patterns
Analyze files for intraprocedural dead code patterns (unreachable code, constant conditionals) using AST analysis.
	Parameter	Type	Required	Default	Description
	path	string	yes		File path or directory
	min_confidence	string	no	low	low, medium, high
	format	string	no	summary	summary, detailed, json

analyze_impact
Analyze the impact of changing a function or module via graph traversal.
	Parameter	Type	Required	Default	Description
	target	string	yes		Module.function/arity or Module
	depth	integer	no	5	Maximum traversal depth
	include_tests	boolean	no	true	Include test files
	format	string	no	summary	summary, detailed, json


Duplicate Detection
find_duplicates
Find code duplicates using AST-based clone detection (Type I-IV) via Metastatic. Works across languages.
	Parameter	Type	Required	Default	Description
	path	string	yes		File or directory (comma-separated for comparison)
	threshold	number	no	0.8	Similarity threshold for Type III clones
	recursive	boolean	no	true	Recurse directories
	format	string	no	summary	summary, detailed, json
	exclude_patterns	string[]	no	[_build, deps, .git]	Exclusion patterns

find_similar_code
Find semantically similar code using embedding-based similarity.
	Parameter	Type	Required	Default	Description
	threshold	number	no	0.95	Similarity threshold
	limit	integer	no	100	Maximum pairs to return
	node_type	string	no	function	function or module
	format	string	no	summary	summary, detailed, json


Security
scan_security
Scan for security vulnerabilities: injection, unsafe deserialization, hardcoded secrets, weak crypto.
	Parameter	Type	Required	Default	Description
	path	string	yes		File or directory path
	recursive	boolean	no	true	Recurse directories
	min_severity	string	no	low	low, medium, high, critical
	categories	string[]	no	all	injection, unsafe_deserialization, hardcoded_secret, weak_cryptography, insecure_protocol

security_audit
Generate comprehensive security audit report with CWE mapping and recommendations.
	Parameter	Type	Required	Default	Description
	path	string	yes		Directory path to audit
	format	string	no	text	json, markdown, text
	min_severity	string	no	low	low, medium, high, critical

check_secrets
Scan for hardcoded secrets (API keys, passwords, tokens) in source code.
	Parameter	Type	Required	Default	Description
	path	string	yes		File or directory path
	recursive	boolean	no	true	Recurse directories

analyze_security_issues
Run all 13 CWE-based security analyzers: SQL injection, XSS, SSRF, path traversal, authentication/authorization issues, CSRF, data exposure, etc.
	Parameter	Type	Required	Default	Description
	path	string	yes		File or directory path
	min_severity	string	no	low	info, low, medium, high, critical
	recursive	boolean	no	true	Recurse directories
	categories	string[]	no	all	injection, authentication, authorization, data_exposure, input_validation, race_condition
	format	string	no	summary	summary, detailed, json


Semantic Analysis
semantic_operations
Extract semantic operations (OpKind) from code -- identifies database, auth, HTTP, cache, queue, file, and external API operations with framework-specific patterns.
	Parameter	Type	Required	Default	Description
	path	string	yes		File or directory path
	domains	string[]	no	all	db, http, auth, cache, queue, file, external_api
	recursive	boolean	no	true	Recurse directories
	include_security	boolean	no	true	Include security-relevant operations
	format	string	no	summary	summary, detailed, json

semantic_analysis
Full semantic analysis combining OpKind extraction with security assessment.
	Parameter	Type	Required	Default	Description
	path	string	yes		File or directory path
	recursive	boolean	no	true	Recurse directories
	include_operations	boolean	no	true	Include operation breakdown by domain
	include_security	boolean	no	true	Include security analysis
	format	string	no	summary	summary, detailed, json


RAG (Retrieval-Augmented Generation)
All RAG tools require an AI provider to be configured (DeepSeek, OpenAI, Anthropic, or Ollama).
rag_query
Query codebase using RAG with AI.
	Parameter	Type	Required	Default	Description
	query	string	yes		Natural language query about the codebase
	limit	integer	no	10	Max code snippets to retrieve
	include_code	boolean	no	true	Include full code snippets
	provider	string	no	default	deepseek_r1, openai, anthropic, ollama

rag_explain
Explain code using RAG with AI assistance.
	Parameter	Type	Required	Default	Description
	target	string	yes	—	File path or Module’s function
	aspect	string	no	all	purpose, complexity, dependencies, all

rag_suggest
Suggest code improvements using RAG with AI.
	Parameter	Type	Required	Default	Description
	target	string	yes		File path or function identifier
	focus	string	no	all	performance, readability, testing, security, all

rag_query_stream
Same as rag_query but uses streaming internally. Returns complete result.
Additional parameter: show_chunks (boolean, default: false) -- include intermediate chunks for debugging.
rag_explain_stream
Same as rag_explain with internal streaming. Additional: show_chunks.
rag_suggest_stream
Same as rag_suggest with internal streaming. Additional: show_chunks.
validate_with_ai
Validate code with AI-enhanced error explanations and fix suggestions.
	Parameter	Type	Required	Default	Description
	content	string	yes		Code content to validate
	path	string	no		File path (for language detection)
	language	string	no	auto	elixir, erlang, python, javascript, typescript
	ai_explain	boolean	no	true	Enable AI explanations
	surrounding_lines	integer	no	3	Context lines around errors


AI and Embeddings
get_embeddings_stats
Get statistics about indexed embeddings. No parameters.
get_ai_usage
Get AI provider usage statistics (requests, tokens, costs).
	Parameter	Type	Required	Description
	provider	string	no	Filter by openai, anthropic, deepseek_r1, ollama

get_ai_cache_stats
Get AI response cache statistics and hit rates. No parameters.
clear_ai_cache
Clear AI response cache.
	Parameter	Type	Required	Description
	operation	string	no	query, explain, suggest, or all


Agent
The agent system provides conversational analysis sessions with persistent context.
agent_analyze
Analyze a project and generate an AI-polished report. Creates a session for follow-up conversation.
	Parameter	Type	Required	Default	Description
	path	string	yes		Project root path
	provider	string	no	deepseek_r1	AI provider
	include_suggestions	boolean	no	true	Include refactoring suggestions
	skip_embeddings	boolean	no	false	Skip embeddings for faster analysis

Returns a session_id for use with agent_chat.
agent_chat
Continue conversation with the agent in an existing session.
	Parameter	Type	Required	Description
	session_id	string	yes	Session ID from agent_analyze
	message	string	yes	User message or question
	provider	string	no	AI provider override

agent_session_info
Get information about an agent session.
	Parameter	Type	Required	Description
	session_id	string	yes	Session ID

agent_list_sessions
List all active agent sessions.
	Parameter	Type	Required	Default	Description
	limit	integer	no	20	Maximum sessions

agent_clear_session
End and clear an agent session.
	Parameter	Type	Required	Description
	session_id	string	yes	Session ID


Resources
Resources provide read-only access to Ragex's internal state. Read via resources/read with the resource URI.
{"jsonrpc":"2.0","method":"resources/read","params":{"uri":"ragex://graph/stats"},"id":1}
ragex://graph/stats -- Graph Statistics
Comprehensive knowledge graph statistics including node/edge counts, PageRank scores, and centrality metrics.
Returns: node_count, node_counts_by_type, edge_count, average_degree, density, top_by_pagerank, top_by_degree.
ragex://cache/status -- Cache Status
Embedding cache statistics including hit rates, file tracking status, and disk usage.
Returns: cache_enabled, cache_file, cache_size_bytes, cache_valid, embeddings_count, model_name, last_saved, tracked_files, changed_files, unchanged_files, stale_entities_count.
ragex://model/config -- Model Configuration
Active embedding model configuration including name, dimensions, capabilities, and readiness.
Returns: model_name, dimensions, ready, memory_usage_mb, capabilities (supports_batch, supports_normalization, local_inference), parameters (max_sequence_length, pooling).
ragex://project/index -- Project Index
Index of all tracked files with metadata, language distribution, and LOC statistics.
Returns: total_files, tracked_files (first 100 with path, content_hash, analyzed_at, size_bytes, language), language_distribution, recently_changed, changed_files_count, total_entities, entities_by_type.
ragex://algorithms/catalog -- Algorithm Catalog
Catalog of available graph algorithms with parameters, complexity, and use cases.
Includes: pagerank, betweenness_centrality, closeness_centrality, degree_centrality, find_paths, detect_communities. Each with parameters, complexity notation, and use case descriptions.
ragex://analysis/summary -- Analysis Summary
Pre-computed analysis summary including key modules, architectural insights, and community structure.
Returns: overview (total_nodes, total_edges, average_degree, density), key_modules (by PageRank), bottlenecks (by betweenness centrality), communities (top 10 by size), community_count.

Prompts
Prompts are templated high-level workflows that compose multiple tools. Retrieved via prompts/get.
{"jsonrpc":"2.0","method":"prompts/get","params":{"name":"analyze_architecture","arguments":{"path":"/path/to/project"}},"id":1}
analyze_architecture
Comprehensive architectural analysis: community detection, centrality metrics, structural insights.
	Argument	Required	Description
	path	yes	Path to analyze
	depth	no	shallow (quick) or deep (detailed with betweenness centrality and communities)

find_impact
Analyze the impact and importance of a function: callers, importance scores, refactoring risk.
	Argument	Required	Description
	module	yes	Module name
	function	yes	Function name
	arity	yes	Function arity

explain_code_flow
Explain execution flow between two functions with narrative description and code context.
	Argument	Required	Description
	from_function	yes	Starting function (Module.function/arity)
	to_function	yes	Target function (Module.function/arity)
	context_lines	no	Context lines to show (default: 3)

find_similar_code
Find code similar to a natural language description using hybrid search.
	Argument	Required	Description
	description	yes	Natural language description
	file_type	no	Language filter (e.g., elixir, python)
	top_k	no	Number of results (default: 5)

suggest_refactoring
Analyze code and suggest refactoring opportunities.
	Argument	Required	Description
	target_path	yes	Path to analyze
	focus	no	modularity, coupling, or complexity

safe_rename
Preview and optionally perform safe semantic renaming with impact analysis.
	Argument	Required	Description
	type	yes	function or module
	old_name	yes	Current name
	new_name	yes	New name
	scope	no	module or project (default: project)


Supported Languages
	Elixir (.ex, .exs) -- full support including AST-aware refactoring
	Erlang (.erl, .hrl) -- analysis, search, quality metrics
	Python (.py) -- analysis, search, quality metrics
	JavaScript (.js, .jsx, .mjs) -- analysis, search, quality metrics
	TypeScript (.ts, .tsx) -- analysis, search, quality metrics

Connection
stdio: Launch with mix run --no-halt. Send JSON-RPC 2.0 messages to stdin, read responses from stdout. Used by MCP-compatible clients (Claude Desktop, etc.).
Unix socket: Connect to /tmp/ragex_mcp.sock. Each request is a single JSON-RPC 2.0 line terminated by \n. Used by editor integrations (NeoVim, LunarVim).
# Example: ping the socket server
(echo '{"jsonrpc":"2.0","method":"ping","id":1}'; sleep 3) | socat -T5 STDIO UNIX-CONNECT:/tmp/ragex_mcp.sock
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    Troubleshooting Guide

This document provides solutions to common issues and explanations for error messages you might encounter when using Ragex.
Table of Contents
	Configuration
	Error Messages
	Analysis Issues

Configuration
Suppressing Dead Code Analysis
Dead code detection can be noisy, especially in codebases with many callbacks, entry points, or API functions. You can suppress it in your config/config.exs:
# Disable dead code detection completely
config :ragex, :analysis,
  enable_dead_code_detection: false

# Or adjust the minimum confidence threshold (0.0-1.0)
config :ragex, :analysis,
  enable_dead_code_detection: true,
  dead_code_min_confidence: 0.8  # Only report high-confidence results
Options:
	enable_dead_code_detection (boolean, default: true) - Enable or disable dead code detection entirely
	dead_code_min_confidence (float 0.0-1.0, default: 0.5) - Minimum confidence threshold for reporting

When disabled, all dead code analysis functions (find_unused_exports, find_unused_private, find_all_unused, etc.) will return empty results.
Adjusting Dead Code Confidence
Dead code detection uses confidence scores to distinguish between truly dead code and potential callbacks/entry points:
	High confidence (>0.8): Likely safe to remove - no callers, not a known callback pattern
	Medium confidence (0.5-0.8): Review recommended - no callers but may be an API function
	Low confidence (<0.5): Likely a callback or entry point - verify before removing

You can adjust the threshold to reduce noise:
# Via config
config :ragex, :analysis, dead_code_min_confidence: 0.8

# Via API
DeadCode.find_unused_exports(min_confidence: 0.8)
Error Messages
"Complex pattern not supported"
Full message: Complex pattern not supported
What it means:
This error appears when Metastatic's Elixir adapter encounters a comprehension (for) with a complex pattern in the generator variable. Metastatic currently supports simple variable patterns but not complex destructuring patterns.
Example that causes this:
# Complex pattern - NOT supported
for {key, value} <- map, do: {value, key}

# Complex pattern - NOT supported  
for %{id: id, name: name} <- users, do: {id, name}
Workaround:
# Use Enum functions instead
map |> Enum.map(fn {key, value} -> {value, key} end)

# Or use a simple variable and destructure in the body
for item <- users do
  %{id: id, name: name} = item
  {id, name}
end
Why this happens:
Metastatic converts Elixir AST to a language-agnostic MetaAST representation. Complex patterns in comprehension generators require advanced pattern matching analysis that isn't yet implemented. Simple patterns (single variables) work fine because they map directly to lambda parameters in the MetaAST :collection_op node.
Impact:
This error only affects AST-based analysis of files with complex comprehension patterns. The error is non-fatal - the comprehension is preserved as a :language_specific node in the MetaAST, but semantic analysis of that specific construct will be limited.
Related:
	Source: /opt/Proyectos/Oeditus/metastatic/lib/metastatic/adapters/elixir/to_meta.ex:808
	The same limitation may apply to other pattern-matching constructs depending on context

Analysis Issues
Dead Code False Positives
Symptom: Functions you know are used are being reported as dead code.
Common causes:
	Callbacks and behaviour implementations - GenServer, Phoenix LiveView, etc.
	Solution: These are filtered by default. Check if your callback pattern is in the known list.
	Functions like mount/3, handle_call/3, render/1 are automatically recognized.


	Entry points - main/0, run/1, CLI commands
	Solution: Entry point patterns (~r/^main$/, ~r/^run$/, ~r/^start/) are recognized.
	If you have custom entry points, use include_callbacks: true option.


	Dynamically called functions - apply/3, &Module.function/1
	Solution: The knowledge graph tracks static calls only. Mark these functions with @doc false and exclude from analysis.


	External API functions - Public functions called from outside your codebase
	Solution: Increase min_confidence threshold to only see high-confidence results.



Example:
# This will have low confidence (won't be flagged) because it's a known callback
def handle_call(:get_state, _from, state) do
  {:reply, state, state}
end

# This will have high confidence if never called internally
def public_api_function(arg) do
  # ...
end
Missing Function Locations in Reports
Symptom: Some functions in dead code reports show unknown instead of file:line.
Cause: The function metadata wasn't stored in the knowledge graph, or the file hasn't been analyzed yet.
Solution:
	Ensure the file has been analyzed: analyze_directory("lib")
	Re-analyze the file if it was modified: analyze_file("lib/my_module.ex")
	For modules, at least the file path will be shown if module metadata is available.

Intraprocedural Dead Code Missing Line Numbers
Symptom: Dead code patterns (unreachable code, constant conditionals) show file path but no line numbers.
Cause: Metastatic's MetaAST representation doesn't currently preserve line number metadata from the original AST.
Impact: You'll see:
{
  "file": "lib/my_module.ex",
  "type": "unreachable_after_return",
  "note": "Line numbers not available (MetaAST limitation)"
}
Workaround:
	Open the file and search for the pattern type (e.g., code after return)
	Use your editor's dead code detection (many have built-in support)
	This is a known limitation and may be addressed in future Metastatic updates

Performance Issues
Slow Dead Code Analysis
Symptom: Dead code analysis takes a long time on large codebases.
Solutions:
	Disable for large codebases:
config :ragex, :analysis, enable_dead_code_detection: false

	Analyze specific modules only:
DeadCode.find_in_module(MyModule)

	Exclude test modules:
DeadCode.find_unused_exports(exclude_tests: true)

	Increase confidence threshold:
# Only high-confidence results
DeadCode.find_unused_exports(min_confidence: 0.9)


Memory Usage During Analysis
Symptom: High memory usage during directory analysis.
Solution:
	Analyze in smaller batches
	Use recursive: false and manually traverse subdirectories
	Clear the knowledge graph between batches if needed

Getting Help
If you encounter issues not covered here:
	Check the README.md for general usage
	Review the ANALYSIS.md documentation
	Check configuration in CONFIGURATION.md
	Open an issue on GitHub with:	Error message (full text)
	Configuration (sanitized)
	Minimal reproduction case
	Ragex version (mix ragex.version or check mix.exs)
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    Zed Editor Integration

Ragex provides first-class integration with the Zed editor through three mechanisms:
	MCP Context Server -- Ragex's ~50 tools are available in Zed's Agent Panel
	Task Runner -- All Ragex mix tasks are accessible via task: spawn
	Keybindings -- Common operations bound to keyboard shortcuts

Quick Start
Prerequisites
	Zed editor installed (https://zed.dev/)
	Elixir 1.19+ and Erlang/OTP 27+
	Ragex project compiled (mix deps.get && mix compile)
	Elixir extension installed in Zed (search "Elixir" in Extensions)

1. Open the Project
zed /path/to/ragex

Zed will automatically pick up the .zed/settings.json, .zed/tasks.json, and .zed/keymap.json from the project root.
2. Verify MCP Server
Open the Agent Panel (default: Ctrl+Shift+? or from Command Palette: agent: open agent panel).
Click the settings gear icon (top-right) and check that ragex shows a green status dot. If it shows red, check the troubleshooting section below.
3. Start Using
	Agent Panel: Ask the AI questions about your codebase -- it will use Ragex tools automatically
	Task Runner: Press Ctrl+Shift+P, type task: spawn, and pick any task
	Keybindings: Use the shortcuts listed below for quick access

MCP Integration
How It Works
Zed launches bin/ragex-mcp as a child process and communicates with it over stdin/stdout using the MCP protocol (JSON-RPC 2.0). Ragex exposes:
	~50 Tools: Code analysis, semantic search, RAG queries, refactoring, security scanning, etc.
	6 Prompts: Pre-built workflows for architecture analysis, impact analysis, code flow explanation, etc.
	6 Resources: Read-only access to graph stats, cache status, model config, project index, etc.

Agent Profile: "Ragex RAG"
A dedicated agent profile is configured in .zed/settings.json that enables only Ragex-relevant tools. To use it:
	Open the Agent Panel
	Click the profile selector (top area)
	Choose "Ragex RAG"

This disables network-fetching tools and enables all Ragex MCP tools for focused codebase analysis.
Example Prompts
In the Agent Panel, try:
	"Using ragex, analyze the architecture of the lib/ directory"
	"Find all dead code in this project using ragex"
	"What functions call Ragex.Graph.Store.add_node?"
	"Search for code similar to 'validate user authentication'"
	"Run a security scan on lib/ragex/mcp/"
	"Show me the coupling report for this project"

System-Wide Availability
The global Zed config (~/.config/zed/settings.json) includes Ragex as a system-wide MCP server pointing to the absolute path of bin/ragex-mcp. This means Ragex tools are available in the Agent Panel even when working on other projects. Pass --project /path/to/code to auto-analyze a specific codebase:
"context_servers": {
  "ragex": {
    "command": {
      "path": "/home/am/Proyectos/Oeditus/ragex/bin/ragex-mcp",
      "args": ["--project", "/path/to/other/project"],
      "env": {}
    }
  }
}
Task Runner
Available Tasks
All tasks are defined in .zed/tasks.json. Access them via Ctrl+Shift+P > task: spawn.
Testing
	Task	Description
	mix test	Run all tests
	mix test (current file)	Test current file
	mix test (current line)	Test at current cursor line
	mix test --cover	Tests with coverage
	mix test --failed	Re-run failed tests

Code Quality
	Task	Description
	mix format	Format all code
	mix format (check)	Check formatting without changes
	mix credo --strict	Static analysis
	mix quality (format + credo)	Combined quality check
	mix dialyzer	Type checking

Ragex Analysis
	Task	Description
	ragex: analyze current file	Analyze the open file
	ragex: analyze project	Analyze entire project
	ragex: audit	AI-powered code audit
	ragex: audit (current file)	Audit the open file

Ragex Cache
	Task	Description
	ragex: cache stats	Show cache statistics
	ragex: cache refresh	Incremental refresh
	ragex: cache refresh (full)	Full re-index
	ragex: cache clear	Clear all caches

Ragex ML Models
	Task	Description
	ragex: download models	Pre-download Bumblebee models
	ragex: migrate embeddings	Migrate after model change

Ragex Interactive
	Task	Description
	ragex: chat	Interactive codebase Q&A
	ragex: refactor	Interactive refactoring wizard
	ragex: configure	Configuration wizard
	ragex: dashboard	Live monitoring TUI

Build
	Task	Description
	mix deps.get	Fetch dependencies
	mix compile	Compile project
	mix clean	Clean build artifacts
	mix docs	Generate documentation

Keybindings
Defined in .zed/keymap.json. These are project-scoped.
Editor Context (requires open file)
	Shortcut	Action
	Ctrl+Shift+T	Test current file
	Ctrl+Shift+L	Test at current line
	Ctrl+Shift+Q	Run quality checks
	Ctrl+Shift+F	Format code
	Ctrl+Shift+A	Analyze current file with Ragex
	Ctrl+Shift+R	Open refactoring wizard
	Ctrl+Shift+D	Open Ragex dashboard

Workspace Context (global)
	Shortcut	Action
	Ctrl+Alt+T	Run all tests
	Ctrl+Alt+A	Analyze entire project
	Ctrl+Alt+C	Open Ragex chat
	Ctrl+Alt+S	Show cache stats

Configuration Files
	File	Purpose
	.zed/settings.json	MCP server, language config, agent profile
	.zed/tasks.json	All task definitions
	.zed/keymap.json	Keyboard shortcuts
	bin/ragex-mcp	MCP server launcher script
	~/.config/zed/settings.json	Global Zed config (system-wide Ragex)

Launcher Script
bin/ragex-mcp is the entry point for the MCP server:
# Basic startup (inside project)
bin/ragex-mcp

# Auto-analyze a specific project
bin/ragex-mcp --project /path/to/code

# Override log level
bin/ragex-mcp --log-level debug

# Environment variable alternatives
RAGEX_PROJECT=/path/to/code bin/ragex-mcp
RAGEX_LOG_LEVEL=debug bin/ragex-mcp

The script:
	Sets MIX_ENV=prod for performance
	Enables stdio server (RAGEX_STDIO=1)
	Compiles silently (output to stderr)
	Runs mix run --no-halt for persistent server

Troubleshooting
MCP Server Shows Red Dot
	Check Zed logs: Ctrl+Shift+P > zed: open logs
	Look for lines mentioning "ragex"
	Common causes:	bin/ragex-mcp not executable: chmod +x bin/ragex-mcp
	Dependencies not compiled: run mix deps.get && mix compile first
	Wrong path in global config: verify the absolute path in ~/.config/zed/settings.json



MCP Server Starts But No Tools Visible
	Switch to the "Ragex RAG" agent profile
	Mention "ragex" by name in your prompt to help the model find the tools
	Verify the server is green in Agent Panel settings

Tasks Not Showing Up
	Make sure you opened the project root (where .zed/ lives) in Zed
	Try Ctrl+Shift+P > zed: open project tasks to check if Zed found the tasks file
	Zed requires the project to be opened as a workspace (not individual files)

Keybindings Not Working
	Project keybindings only apply when the Ragex workspace is active
	Check for conflicts: Ctrl+Shift+P > zed: open keymap
	Some bindings require Editor context (an open file with focus)

Slow Startup
First launch compiles the project and downloads ML models (~400MB). Subsequent starts are fast. To pre-warm:
mix deps.get && mix compile && mix ragex.models.download

Log Location
Ragex logs to ragex.log in the project root (configured in config/config.exs). Tail it for debugging:
tail -f ragex.log
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    Using Ragex as a Local MCP Server

Ragex is a self-hosted MCP (Model Context Protocol) server that adds Hybrid RAG capabilities to any MCP-compatible AI client or editor. It runs entirely on your machine — no external services, no data leaving your system.
Table of Contents
	What You Get
	Prerequisites
	Installation
	Transport Modes
	Starting the Server
	Connecting MCP Clients	Claude Desktop
	Cursor
	Zed
	LunarVim / NeoVim
	Generic stdio client


	Indexing Your Codebase
	RAG Queries
	Embedding Models
	AI Providers for RAG
	Configuration Reference
	Keeping the Index Fresh
	Performance Tips
	Troubleshooting


What You Get
Once connected, any attached AI agent gains access to roughly 50 MCP tools covering:
	Code indexing — analyze files and directories into a knowledge graph
	Semantic search — natural-language queries resolved by local ML embeddings
	Hybrid search — symbolic graph + semantic retrieval fused with Reciprocal Rank Fusion
	RAG pipeline — rag_query, rag_explain, rag_suggest backed by your configured AI provider
	Safe editing — atomic multi-file edits with validation, backup, and rollback
	Semantic refactoring — rename functions and modules project-wide with AST awareness
	Code analysis — dead code, duplication, coupling, security, smells, quality metrics
	Graph algorithms — PageRank, betweenness centrality, community detection

Languages supported for analysis: Elixir, Erlang, Python, Ruby, JavaScript/TypeScript.

Prerequisites
	Requirement	Notes
	Elixir 1.18+	Check with elixir --version
	Erlang/OTP 27+	Bundled with Elixir installations from asdf/mise
	~500 MB RAM	For the default embedding model at runtime
	~200 MB disk	Build artefacts + the first-run model download (~90 MB)
	Python 3.x	Optional; required only for Python file analysis
	Node.js	Optional; required only for JavaScript/TypeScript file analysis


Installation
git clone https://github.com/Oeditus/ragex.git
cd ragex
mix deps.get
mix compile

First compilation takes a few minutes because of the ML dependencies (Nx, EXLA, Bumblebee). The embedding model itself (~90 MB) is downloaded from HuggingFace on the first server start and cached in ~/.cache/huggingface/.
To pre-download it before the first real use:
mix ragex.models.download


Transport Modes
Ragex speaks MCP over two transports simultaneously:
	Transport	Address	Best for
	stdio	stdin / stdout	Editor integrations (Zed, Cursor, Claude Desktop, Warp)
	Unix socket	/tmp/ragex_mcp.sock	Local tooling, LunarVim plugin, socat scripts

Both are active whenever the server is running. The stdio transport is the one MCP specifications require; the socket transport is an extension for clients that cannot manage a long-lived subprocess.
When a second process tries to start Ragex while a socket server is already alive, bin/ragex-mcp detects this automatically and launches a lightweight bridge (bin/ragex-bridge) instead of spinning up a second BEAM VM with another GPU/ML model allocation.

Starting the Server
Recommended: use the launcher script
./bin/ragex-mcp

This script:
	Sets MIX_ENV=prod for optimized performance.
	Sets RAGEX_STDIO=1 so the server accepts MCP commands on stdin/stdout.
	Compiles silently (output to stderr so JSON-RPC on stdout stays clean).
	Detects a running instance via the Unix socket — bridges to it instead of double-starting.
	Runs mix run --no-halt to keep the process alive.

Optional flags:
# Auto-analyze a project directory on startup
bin/ragex-mcp --project /path/to/your/project

# Override log verbosity
bin/ragex-mcp --log-level debug

Equivalent environment variables:
RAGEX_PROJECT=/path/to/your/project  bin/ragex-mcp
RAGEX_LOG_LEVEL=debug                bin/ragex-mcp
RAGEX_EMBEDDING_MODEL=codebert_base  bin/ragex-mcp

Minimal start (development)
mix run --no-halt

Background start with logging
./start_mcp.sh           # writes logs to ragex.log in the project root
./start_server.sh        # writes logs to /tmp/ragex_server.log

Interactive / debug shell
RAGEX_NO_SERVER=1 iex -S mix

This starts an IEx session with the full application loaded but without the MCP server, useful for ad-hoc testing.

Connecting MCP Clients
All MCP clients that communicate over stdio need the path to bin/ragex-mcp and the working directory of the Ragex project. Use the absolute path.
Claude Desktop
Edit ~/Library/Application Support/Claude/claude_desktop_config.json (macOS) or the equivalent path on Linux (~/.config/Claude/claude_desktop_config.json):
{
  "mcpServers": {
    "ragex": {
      "command": "/absolute/path/to/ragex/bin/ragex-mcp",
      "args": [],
      "env": {}
    }
  }
}
To automatically index a project when Claude starts:
{
  "mcpServers": {
    "ragex": {
      "command": "/absolute/path/to/ragex/bin/ragex-mcp",
      "args": ["--project", "/path/to/your/elixir/project"],
      "env": {}
    }
  }
}
Restart Claude Desktop after saving. Ragex tools will appear in the tool list.
Cursor
Create or edit .cursor/mcp.json in your home directory or project root:
{
  "mcpServers": {
    "ragex": {
      "command": "/absolute/path/to/ragex/bin/ragex-mcp",
      "args": ["--project", "${workspaceFolder}"],
      "env": {
        "RAGEX_LOG_LEVEL": "warning"
      }
    }
  }
}
Zed
Add to ~/.config/zed/settings.json for system-wide availability:
{
  "context_servers": {
    "ragex": {
      "command": {
        "path": "/absolute/path/to/ragex/bin/ragex-mcp",
        "args": [],
        "env": {}
      }
    }
  }
}
To auto-analyze a specific project when using Ragex from within any other workspace:
{
  "context_servers": {
    "ragex": {
      "command": {
        "path": "/absolute/path/to/ragex/bin/ragex-mcp",
        "args": ["--project", "/path/to/your/project"],
        "env": {}
      }
    }
  }
}
For per-project configuration place .zed/settings.json in the project root. See ZED.md for the full Zed integration guide including task runner and keybindings.
LunarVim / NeoVim
LunarVim communicates with Ragex through the Unix socket (/tmp/ragex_mcp.sock). Start the server first, then use the Lua plugin:
Step 1 — start the server (in a terminal, keep it running):
cd /path/to/ragex
./start_mcp.sh

Verify it is alive:
./test_socket.sh

Step 2 — install the plugin files
Copy lvim.cfg/lua/user/ into your LunarVim config directory (typically ~/.config/lvim/lua/user/) and add the snippet from the main README to your config.lua. The plugin communicates with the socket using socat.
Step 3 — verify
:lua print(require('ragex').config.socket_path)   -- should print /tmp/ragex_mcp.sock
:Ragex search
See SERVER_GUIDE.md in the project root for detailed socket-mode troubleshooting.
Generic stdio client
Any program can speak to Ragex over stdio. Send newline-delimited JSON-RPC 2.0 messages:
# Initialize
echo '{"jsonrpc":"2.0","method":"initialize","params":{"clientInfo":{"name":"my-client","version":"1.0"}},"id":1}' \
  | bin/ragex-mcp

# List tools
echo '{"jsonrpc":"2.0","method":"tools/list","id":2}' | bin/ragex-mcp

From Python:
import json, subprocess

proc = subprocess.Popen(
    ["/path/to/ragex/bin/ragex-mcp"],
    stdin=subprocess.PIPE,
    stdout=subprocess.PIPE,
)

def call(method, params, id=1):
    req = json.dumps({"jsonrpc": "2.0", "method": "tools/call",
                      "params": {"name": method, "arguments": params}, "id": id})
    proc.stdin.write(req.encode() + b"\n")
    proc.stdin.flush()
    return json.loads(proc.stdout.readline())

call("analyze_directory", {"path": "/my/project", "recursive": True})

Indexing Your Codebase
Ragex needs to analyze your codebase before it can answer questions about it. Once the server is running, ask the connected AI to call these tools, or invoke them directly.
Analyze a directory (MCP tool call)
{
  "name": "analyze_directory",
  "arguments": {
    "path": "/path/to/your/project",
    "recursive": true,
    "generate_embeddings": true
  }
}
This populates the in-memory ETS knowledge graph and generates 384-dimensional embeddings for every module and function. Typical throughput is ~100 files per second; a 1,000-file project takes under 30 seconds.
Auto-analyze on startup
Add directories to index automatically every time Ragex starts:
# config/config.exs
config :ragex, :auto_analyze_dirs, [
  "/path/to/project-a",
  "/path/to/project-b"
]
Or pass a single path via environment variable / CLI flag:
RAGEX_AUTO_ANALYZE=/path/to/project bin/ragex-mcp
bin/ragex-mcp --project /path/to/project

Watch for changes
Enable automatic re-indexing whenever files change:
{
  "name": "watch_directory",
  "arguments": {
    "path": "/path/to/your/project"
  }
}
Only modified files are re-analyzed (SHA256-based change detection), so incremental updates are fast.

RAG Queries
RAG tools combine local semantic retrieval with an external AI provider to answer questions grounded in your actual code.
Ask a question
{
  "name": "rag_query",
  "arguments": {
    "query": "How does authentication work in this codebase?",
    "limit": 15,
    "include_code": true
  }
}
Ragex retrieves the most relevant functions and modules via hybrid search, formats them as context (up to ~8,000 characters), and sends them together with your question to the configured AI provider.
Explain a function or file
{
  "name": "rag_explain",
  "arguments": {
    "target": "MyApp.Auth.authenticate_user/2",
    "aspect": "complexity"
  }
}
aspect can be purpose, complexity, dependencies, or all.
Suggest improvements
{
  "name": "rag_suggest",
  "arguments": {
    "target": "lib/my_app/auth.ex",
    "focus": "security"
  }
}
focus can be performance, readability, testing, security, or all.
Streaming variants
All three tools have streaming counterparts (rag_query_stream, rag_explain_stream, rag_suggest_stream) that emit partial responses as they arrive from the AI provider.
Interactive chat (CLI)
mix ragex.chat --provider deepseek_r1

Opens a REPL that runs a ReAct agent loop: the AI calls Ragex tools directly to gather evidence before answering.

Embedding Models
Embeddings power semantic and hybrid search. Four models are pre-configured:
	Model ID	Dimensions	Size	Best for
	all_minilm_l6_v2	384	~90 MB	Default; fast; good general quality
	all_mpnet_base_v2	768	~420 MB	Highest quality; large codebases
	codebert_base	768	~500 MB	Code-specific queries; API discovery
	paraphrase_multilingual	384	~110 MB	Non-English comments and documentation

Configure in config/config.exs:
config :ragex, :embedding_model, :all_minilm_l6_v2
Or via environment variable (overrides config):
export RAGEX_EMBEDDING_MODEL=codebert_base

Models with the same number of dimensions are cache-compatible — you can switch between all_minilm_l6_v2 and paraphrase_multilingual without regenerating embeddings. Switching between 384-dim and 768-dim models requires a re-index.
Check current model and cache status:
mix ragex.embeddings.migrate --check

Manage the embedding cache:
mix ragex.cache.stats          # Show cache statistics
mix ragex.cache.refresh        # Incremental refresh (changed files only)
mix ragex.cache.clear --all    # Clear all cached embeddings


AI Providers for RAG
RAG tools (rag_query, rag_explain, rag_suggest) require an external AI provider. Configure via environment variables:
# DeepSeek (default provider)
export DEEPSEEK_API_KEY="sk-..."

# OpenAI
export OPENAI_API_KEY="sk-..."

# Anthropic
export ANTHROPIC_API_KEY="sk-ant-..."

# Ollama (local, no key needed)
export OLLAMA_HOST="http://localhost:11434"

Set the default provider in config/config.exs:
config :ragex, :ai,
  providers: [:openai, :anthropic, :deepseek_r1, :ollama],
  default_provider: :deepseek_r1,
  fallback_enabled: true
Override the provider per-query:
{
  "name": "rag_query",
  "arguments": {
    "query": "What does the supervisor tree look like?",
    "provider": "ollama"
  }
}
AI responses are cached (ETS, TTL 1 hour by default) to avoid redundant API calls. Monitor usage:
{"name": "get_ai_usage", "arguments": {}}
{"name": "get_ai_cache_stats", "arguments": {}}
Semantic search and hybrid search work entirely offline using local Bumblebee embeddings — no AI provider key is needed for these.

Configuration Reference
The main configuration file is config/config.exs. Below are the most relevant sections for MCP server usage.
Embedding model
config :ragex, :embedding_model, :all_minilm_l6_v2
Embedding cache
config :ragex, :cache,
  enabled: true,
  dir: Path.expand("~/.cache/ragex"),
  max_age_days: 30
Auto-analyze on startup
config :ragex, :auto_analyze_dirs, [
  "/path/to/project-a",
  "/path/to/project-b"
]
AI providers
config :ragex, :ai,
  providers: [:openai, :anthropic, :deepseek_r1, :ollama],
  default_provider: :deepseek_r1,
  fallback_enabled: true
AI features (optional)
Enable AI-enhanced analysis features (require an AI provider):
config :ragex, :ai_features,
  validation_error_explanation: true,   # AI explanations for syntax errors
  refactor_preview_commentary: true,    # Risk analysis in refactor previews
  dead_code_refinement: true,           # Reduce false positives in dead code reports
  duplication_semantic_analysis: true,  # Semantic Type IV clone detection
  dependency_insights: true             # Architectural insights for coupling analysis
Search thresholds
config :ragex, :search,
  default_threshold: 0.2,   # similarity cutoff for semantic_search
  hybrid_threshold: 0.15    # similarity cutoff for hybrid_search (lower = more recall)
Editor / backup settings
config :ragex, :editor,
  backup_dir: Path.expand("~/.ragex/backups"),
  backup_retention: 10,
  validate_by_default: true,
  create_backup_by_default: true
Graph algorithm limits
config :ragex, :graph,
  max_nodes_betweenness: 10_000,
  max_nodes_export: 10_000

Keeping the Index Fresh
Ragex stores the knowledge graph in ETS (in-memory). The state is lost when the server stops. On restart:
	Embedding cache is loaded from disk (~/.cache/ragex/) — this makes semantic search available within a few seconds.
	Graph nodes/edges are rebuilt by re-analyzing directories listed in auto_analyze_dirs.
	File watcher resumes watching once watch_directory is called again (or configured via auto-analyze).

For a project you work on daily, a sensible setup is:
# config/config.exs
config :ragex, :auto_analyze_dirs, ["/path/to/my/project"]
Combined with watching:
{"name": "watch_directory", "arguments": {"path": "/path/to/my/project"}}
This gives you a fully up-to-date graph within seconds of each server start, with no manual re-indexing.

Performance Tips
First startup is slow — the ML model loads and JIT-compiles via EXLA. Expect 30–90 seconds. Every subsequent start is fast because the model binary is cached by Bumblebee.
First analysis is slow — embedding generation takes ~50 ms per entity. For a 500-function project that is ~25 seconds. The embedding cache makes this a one-time cost.
Memory — the default all_minilm_l6_v2 model requires ~400 MB RAM. Larger models (all_mpnet_base_v2, codebert_base) need ~800–900 MB. Plan accordingly if running Ragex alongside other memory-intensive processes.
Search quality vs. speed — the default similarity threshold of 0.2 favors recall. For precise lookup, raise it to 0.7+. For exploratory questions, keep it at the default or lower.
Large codebases (>10,000 entities) — use incremental cache refresh (mix ragex.cache.refresh) instead of full re-analysis on each server restart.

Troubleshooting
Server won't start
mix compile                    # check for compilation errors
mix deps.get && mix compile    # fetch missing dependencies

Embedding model download fails
The model is fetched from HuggingFace on first run. If you are behind a proxy or firewall:
# Set proxy
export HTTPS_PROXY=http://proxy:port

# Or pre-download manually
mix ragex.models.download

Model cache location: ~/.cache/huggingface/
MCP client shows no tools / red indicator
# Confirm the binary is executable
chmod +x bin/ragex-mcp bin/ragex-bridge

# Test stdio mode manually
echo '{"jsonrpc":"2.0","method":"tools/list","id":1}' | bin/ragex-mcp
# Should print a JSON response with a "result" field containing tool definitions

Check editor-specific logs:
	Zed: Ctrl+Shift+P > "zed: open logs", search for "ragex"
	Cursor: Help > Toggle Developer Tools > Console
	Claude Desktop: open ~/Library/Logs/Claude/ (macOS)

Socket server: "connection refused" or hanging
# Kill stale process and clean up socket
pkill -f "mix run"
rm -f /tmp/ragex_mcp.sock

# Restart
./start_mcp.sh

# Verify
./test_socket.sh

RAG queries return no AI response
Ensure the provider API key is set in the environment where Ragex is launched:
DEEPSEEK_API_KEY=sk-...  bin/ragex-mcp

Check usage and limits:
{"name": "get_ai_usage", "arguments": {}}
Search returns poor results
	Lower the threshold: "threshold": 0.1
	Switch retrieval strategy: "strategy": "semantic_first" or "graph_first"
	Try a different query phrasing
	Verify the codebase is indexed: {"name": "graph_stats", "arguments": {}}
	Check embeddings exist: {"name": "get_embeddings_stats", "arguments": {}}

High memory / OOM
Switch to the smaller model:
# config/config.exs
config :ragex, :embedding_model, :all_minilm_l6_v2
Or set via environment before starting:
RAGEX_EMBEDDING_MODEL=all_minilm_l6_v2 bin/ragex-mcp

Logs
Ragex logs to ragex.log (rotating, max 10 MB, 5 files) in the project root by default. Tail it for real-time diagnostics:
tail -f ragex.log

To increase verbosity:
LOG_LEVEL=debug bin/ragex-mcp


See Also
	CONFIGURATION.md — full configuration reference including model migration
	TOOLS.md — complete MCP tools reference with parameters
	USAGE.md — editor-specific integration guides (VIM, LunarVim)
	ZED.md — first-class Zed integration (tasks, keybindings, agent profile)
	PERSISTENCE.md — embedding cache internals and management
	TROUBLESHOOTING.md — error messages and analysis issues
	SERVER_GUIDE.md — Unix socket server management
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    CI / Diff-Based Analysis

Guide to using Ragex and MetaCredo for incremental, diff-based code analysis
in CI/CD pipelines. Only files changed in a pull request are analyzed,
giving fast feedback without noise from pre-existing issues.
Table of Contents
	Quick Start
	How It Works
	mix ragex.analyze --diff
	mix ragex.ci
	Output Formats
	GitHub Actions Integration
	Other CI Systems
	API Reference
	Configuration
	Troubleshooting

Quick Start
Add one line to your CI pipeline:
mix ragex.ci --format github

This runs both Ragex analysis (security, complexity, dead code, etc.)
and MetaCredo checks (72 cross-language static analysis checks) on the
files changed in the current branch vs origin/main. Issues appear as
inline PR annotations in GitHub.
How It Works
git diff origin/main...HEAD
        |
        v
  [changed files list]  --- filter by supported extensions
        |
        v
  [Ragex: index only those files into knowledge graph]
        |
        v
  [Run all enabled analyses on the full graph]
        |
        v
  [Filter results to only report issues in changed files]
        |
        v
  [MetaCredo: run 72 checks on changed files only]
        |
        v
  [Output in CI / GitHub / JSON format]
        |
        v
  [Exit non-zero if issues found]
Key design decisions:
	Indexing is scoped: only changed files are parsed and added to the
knowledge graph, which is the main performance win (seconds instead of
minutes for large projects).
	Whole-project analyses still work: dead code detection, circular
dependencies, coupling metrics, etc. run on the full graph but only
report issues that touch changed files. This means a PR that
introduces a new circular dependency will still be flagged.
	Deleted files are excluded: the diff filter (ACMR) only includes
Added, Copied, Modified, and Renamed files.

mix ragex.analyze --diff
The --diff flag enables diff-based mode on the existing mix ragex.analyze
task. It implies --ci (machine-friendly output, non-zero exit on issues).
Options
	Flag	Default	Description
	--diff	false	Enable diff-based analysis
	--base REF	origin/main	Base git ref (the target branch)
	--head REF	HEAD	Head git ref (the PR branch)
	--format FORMAT	text	Output format: text, json, markdown, github

All other mix ragex.analyze flags work as usual (--security,
--complexity, --severity, etc.).
Examples
# Analyze only changed files, CI text output
mix ragex.analyze --diff

# Custom base branch
mix ragex.analyze --diff --base origin/develop

# Only security checks on changed files, GitHub annotations
mix ragex.analyze --diff --security --format github

# JSON output for downstream tooling
mix ragex.analyze --diff --format json --output report.json

mix ragex.ci
A convenience task that runs both tools in sequence:
	mix ragex.analyze --diff (all Ragex analyses)
	mix metacredo --diff --strict (all MetaCredo checks)

Exits with code 1 if either tool finds issues.
Options
	Flag	Default	Description
	--base REF	origin/main	Base git ref
	--head REF	HEAD	Head git ref
	--format FORMAT	text	Output format: text, github

Examples
# Default: diff against origin/main
mix ragex.ci

# GitHub Actions with inline annotations
mix ragex.ci --format github

# Custom base ref (e.g. from $GITHUB_BASE_REF)
mix ragex.ci --base origin/develop

Output Formats
text (default)
Machine-readable one-line-per-issue format (no ANSI colors):
SECURITY: sql_injection (critical) lib/repo.ex:42 - SQL concatenation with user input
COMPLEXITY: MyApp.Worker.process/3 (cyclomatic=18)
ragex: 2 issue(s) found
github
GitHub Actions workflow commands that produce inline PR annotations:
::error file=lib/repo.ex,line=42::SECURITY sql_injection: SQL concatenation with user input
::warning file=lib/worker.ex,line=15::COMPLEXITY MyApp.Worker.process/3 cyclomatic=18
ragex: 2 issue(s) found
GitHub renders these as annotations directly on the PR diff:
	::error -- red annotation, blocks merge with branch protection
	::warning -- yellow annotation, informational
	::notice -- grey annotation, low priority

json
Full structured report for downstream processing:
mix ragex.analyze --diff --format json --output report.json

markdown
Human-readable report with headers and formatting:
mix ragex.analyze --diff --format markdown --output report.md

GitHub Actions Integration
Recommended workflow
Add this to .github/workflows/ci.yml:
analysis:
  name: Diff Analysis
  if: github.event_name == 'pull_request'
  runs-on: ubuntu-latest
  steps:
    - uses: actions/checkout@v4
      with:
        fetch-depth: 0  # Required for git diff to work

    - uses: erlef/setup-beam@v1
      with:
        elixir-version: '1.19'
        otp-version: '28'

    - name: Restore dependencies cache
      uses: actions/cache@v4
      with:
        path: |
          deps
          _build
        key: ${{ runner.os }}-mix-${{ hashFiles('**/mix.lock') }}

    - name: Install dependencies
      run: mix deps.get

    - name: Run diff analysis
      run: mix ragex.ci --base origin/${{ github.base_ref }} --format github
Important notes:
	fetch-depth: 0 is required so git diff can access the full
history. Without it, GitHub Actions performs a shallow clone and the
diff will fail.
	origin/${{ github.base_ref }} resolves to the PR's target branch
(e.g. origin/main). This is the correct base ref for PR analysis.

Separate jobs for ragex and metacredo
If you prefer separate CI jobs (e.g. for independent failure reporting):
ragex-analysis:
  name: Ragex Analysis
  if: github.event_name == 'pull_request'
  runs-on: ubuntu-latest
  steps:
    - uses: actions/checkout@v4
      with:
        fetch-depth: 0
    - uses: erlef/setup-beam@v1
      with:
        elixir-version: '1.19'
        otp-version: '28'
    - run: mix deps.get
    - run: mix ragex.analyze --diff --base origin/${{ github.base_ref }} --format github

metacredo-analysis:
  name: MetaCredo Analysis
  if: github.event_name == 'pull_request'
  runs-on: ubuntu-latest
  steps:
    - uses: actions/checkout@v4
      with:
        fetch-depth: 0
    - uses: erlef/setup-beam@v1
      with:
        elixir-version: '1.19'
        otp-version: '28'
    - run: mix deps.get
    - run: mix metacredo --diff --base origin/${{ github.base_ref }} --format github --strict
Other CI Systems
GitLab CI
ragex-analysis:
  stage: test
  only:
    - merge_requests
  script:
    - mix deps.get
    - mix ragex.ci --base origin/$CI_MERGE_REQUEST_TARGET_BRANCH_NAME
Generic (any CI)
#!/bin/bash
# ci-analysis.sh
set -e

BASE_REF="${CI_BASE_REF:-origin/main}"

# Run analysis, exit non-zero on issues
mix ragex.analyze --diff --base "$BASE_REF" --ci
mix metacredo --diff --base "$BASE_REF" --strict

Pre-commit hook
#!/bin/bash
# .git/hooks/pre-commit

# Analyze staged files against HEAD
STAGED=$(git diff --cached --name-only --diff-filter=ACMR | grep -E '\.(ex|exs|py|rb|erl)$')

if [ -n "$STAGED" ]; then
  echo "Running analysis on staged files..."
  mix ragex.analyze --diff --base HEAD~1 --head HEAD --ci
fi

API Reference
Ragex.Git.Diff
The diff file resolver module. Tries egit (libgit2 NIF) first, falls
back to the git CLI.
# Get changed files between two refs
{:ok, files} = Ragex.Git.Diff.changed_files("/path/to/repo",
  base: "origin/main",
  head: "HEAD",
  filter: "ACMR",
  extensions: [".ex", ".exs"]
)
# => {:ok, ["lib/foo.ex", "lib/bar.ex"]}

# Convenience: resolve repo root + changed files
{:ok, repo_root, files} = Ragex.Git.Diff.changed_files_for_path(".")

# Bang version (raises on error)
files = Ragex.Git.Diff.changed_files!("/path/to/repo")
Ragex.Analysis.Runner
# Analyze only specific files (used by diff mode)
{:ok, result} = Runner.analyze_files(["/abs/path/lib/foo.ex", "/abs/path/lib/bar.ex"])

# Filter analysis results to changed files
changed_set = MapSet.new(["lib/foo.ex", "lib/bar.ex"])
filtered = Runner.filter_results_by_files(results, changed_set)
The filter preserves structural analyses (circulars, coupling, god modules)
unmodified, since they describe project-wide properties. Per-file analyses
(security, complexity, smells, duplicates, dead code) are filtered to only
include issues in the changed file set.
MetaCredo.Git
Standalone git helper (no ragex dependency):
# Resolve repo root
repo = MetaCredo.Git.repo_root(File.cwd!())

# Get changed files
{:ok, files} = MetaCredo.Git.changed_files(repo,
  base: "origin/main",
  head: "HEAD",
  extensions: [".ex", ".exs"]
)
Configuration
Base ref
The default base ref is origin/main. Override it for projects that use
a different default branch:
# develop-based workflow
mix ragex.ci --base origin/develop

# Release branch
mix ragex.ci --base origin/release/v2

Selecting analyses
In diff mode, all analyses are enabled by default. To run only specific
checks:
# Only security + circular dependency detection
mix ragex.analyze --diff --security --circulars --format github

Severity filtering
# Only critical and high severity issues (skip medium/low)
mix ragex.analyze --diff --severity high --format github

Troubleshooting
"fatal: bad revision 'origin/main...HEAD'"
Cause: the remote origin/main branch is not available in the CI
checkout.
Fix: ensure fetch-depth: 0 in actions/checkout@v4, or explicitly
fetch the base branch:
git fetch origin main
mix ragex.ci --base origin/main

"No changed files found in diff, nothing to analyze"
Cause: the diff between base and head produced no files matching
supported extensions.
This is expected when only non-code files changed (e.g. README, images).
The task exits cleanly with code 0.
"--diff requires a git repository, but none was found"
Cause: running outside a git repository.
Fix: ensure the working directory is inside a git repo. In CI, the
checkout step typically handles this.
Slow on first run
The first mix ragex.ci invocation in CI compiles the project and its
dependencies (including EXLA for ML). Subsequent runs use the cache.
Tips for faster CI:
	Cache deps/ and _build/ between runs
	Use actions/cache@v4 keyed on mix.lock
	Consider a separate deps job that other jobs depend on
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    Ragex vs Cicada—Comparison Analysis

Last updated: 2026-05-16

Philosophical Difference
The two projects solve overlapping but fundamentally different problems. Cicada (v0.6.5, Python) is a read-only context compaction layer—it builds a pre-indexed map of your codebase so AI assistants stop wasting tokens on blind greps. It answers “what’s here and why.” Ragex (v0.14.1, Elixir) is a read+write hybrid RAG system—it builds a knowledge graph, performs deep analysis, and can also edit, refactor, and transform your code. It answers “what’s here, what’s wrong with it, and how to fix it.”
Cicada: 8 MCP tools, laser-focused on search and attribution.
Ragex: 83 MCP tools spanning analysis, editing, refactoring, security, RAG, git archaeology, REST API, and AI features.

What They Have In Common
	MCP server over stdio—both are MCP-compatible code intelligence servers
	AST-level indexing—both parse source into structured representations (tree-sitter / SCIP vs. Elixir’s Code.string_to_quoted / Metastatic)
	Semantic/keyword search—both support concept-based search beyond exact string matching
	Knowledge graph / call-site tracking—both track what-calls-what, bidirectional dependency analysis
	Dead code detection—both identify unused public functions (Cicada with confidence tiers, Ragex with interprocedural + intraprocedural analysis)
	Incremental indexing—both hash files to avoid re-indexing unchanged code
	File watching—both support automatic re-indexing on file changes
	Local-first / privacy-first—no cloud dependencies for core functionality, no telemetry
	Elixir as a primary citizen—both have first-class Elixir support (Cicada started Elixir-only; Ragex is written in Elixir)
	Embeddings—both support vector similarity search (Ragex via Bumblebee; Cicada via Ollama)
	Hybrid retrieval—both combine symbolic and semantic search strategies
	Git blame + history—both provide line-level authorship and file history
	PR attribution—both can surface PR context
	Co-change analysis—both track files that change together
	Context compaction—both optimize token usage with compact-by-default responses
	String/comment indexing—both index string literals and inline comments with keyword boosting
	REST API—both expose tools over HTTP with OpenAPI specs
	Editor CLI setup—both offer one-command editor configuration
	Usage telemetry—both track per-tool invocation counts and latencies
	SCIP language support—both can ingest SCIP indexes for additional languages


What Ragex lacks (Cicada’s Advantages)
jq-like Raw Index Querying (Not Planned in Ragex)
Cicada’s query_jq allows direct jq queries against the raw JSON index.
Ragex has query_graph (structured/typed) and 83 specialized tools that cover
the same use cases more ergonomically. The flat JSON index is an artifact of
Cicada’s architecture, not a deliberate feature advantage.

What Cicada Lacks (Ragex’s Advantages)
1. Code Editing (Massive Gap)
Cicada is strictly read-only. Ragex has:
	Atomic file editing with automatic backups
	Multi-file transactions (all-or-nothing)
	Syntax validation before/after edits
	Format integration (mix, rebar3, black, prettier)
	Rollback to any previous version
	Concurrent modification detection

2. Semantic Refactoring (Massive Gap)
Ragex has 10+ AST-aware refactoring operations:
	rename_function, rename_module (project-wide, arity-aware)
	extract_function, inline_function, move_function, extract_module
	change_signature, convert_visibility, rename_parameter, modify_attributes
	Preview with diff, conflict detection, undo/redo stack
	AI-enhanced preview with risk assessment

Cicada can find where things are called but cannot change them.
3. Security Analysis (Major Gap)
Ragex has 13 CWE-based security analyzers (SQL injection, XSS, SSRF, path traversal, IDOR, CSRF, etc.), plus secret scanning and security auditing. Cicada has nothing.
4. Deep Code Quality Analysis (Major Gap)
Ragex provides: complexity analysis (cyclomatic/cognitive/nesting/Halstead), code smell detection, 33 business logic analyzers, coupling metrics, circular dependency detection, quality reports. Cicada only has basic dead code detection.
5. Code Duplication Detection (Significant Gap)
Ragex detects Type I-IV clones (exact, renamed, near-miss, semantic) using AST analysis + embedding similarity. Not present in Cicada.
6. Impact Analysis + Refactoring Suggestions (Significant Gap)
Risk scoring, effort estimation, test discovery, automated refactoring suggestions with priority ranking, RAG-powered advice. Cicada requires the AI to figure all this out from raw search results.
7. Graph Algorithms (Significant Gap)
PageRank, betweenness/closeness centrality, community detection (Louvain, label propagation), path finding with limits. Cicada has a flat JSON index; Ragex has a proper ETS-backed graph with O(1) lookups and algorithmic analysis.
8. Graph Visualization (Moderate Gap)
Graphviz DOT, D3 JSON, ASCII export for impact analysis and architecture visualization. Not in Cicada.
9. AI-Enhanced Features (Moderate Gap)
ValidationAI, AIPreview, AIRefiner (false positive reduction), AIAnalyzer (semantic clone detection), AIInsights. These are “AI-on-top-of-analysis” features that add interpretive value. Cicada delegates all interpretation to the consuming AI assistant.
10. RAG Pipeline (Moderate Gap)
Full retrieval-augmented generation with streaming, context-aware suggestions, query expansion, multi-provider support (DeepSeek R1, OpenAI, Anthropic, Ollama). Cicada returns structured data; Ragex can synthesize answers.
11. Cross-Language Semantic Analysis (Moderate Gap)
MetaAST search, cross-language alternatives (“show me the Python equivalent of this Elixir function”), OpKind-based semantic domain extraction (7 domains: db, http, auth, cache, queue, file, external_api). Unique to Ragex via Metastatic integration.
12. Comprehensive Analysis Tool (Minor Gap)
comprehensive_analyze runs all analysis passes (security, business logic, complexity, smells, duplicates, dead code, dependencies, quality) in one invocation. mix ragex.analyze delegates to the running server. Cicada has no equivalent batch analysis.

Where Cicada Still Has Edge
Language Breadth via SCIP
Cicada: 17+ languages with mature SCIP indexer auto-installation.
Ragex: 6 native languages (Elixir, Erlang, Ruby, Python, JS/TS) + SCIP bridge
(10 languages configured, but indexer auto-install not yet implemented).
Cicada’s auto-download of SCIP binaries (scip-go, rust-analyzer, etc.) is
more polished. Ragex’s SCIP bridge requires manual indexer installation.
Zero-Install Distribution
Cicada: uvx cicada-mcp—runs without installation via uv tool.
Ragex: requires Elixir/OTP runtime and GPU for embeddings.
This is an inherent architectural difference. Ragex’s Bumblebee/EXLA-based
embeddings run locally on GPU, providing better quality but requiring more setup.
Cicada’s Ollama-based embeddings are optional and simpler.
Published Benchmarks
Cicada: public token/time comparisons (3127 tokens -> 550 tokens).
Ragex: no published benchmarks yet.

By the Numbers
	Metric	Ragex	Cicada
	MCP tools	83	8
	Native language analyzers	6	1 (Elixir; rest via SCIP)
	SCIP languages configured	10	17
	Security analyzers (CWE)	13	0
	Business logic analyzers	33	0
	Refactoring operations	10	0
	Graph algorithms	7	0
	AI feature modules	6	0
	Codebase	~30k lines Elixir	~15k lines Python
	Runtime	BEAM (Elixir/OTP 27+)	CPython 3.10+
	Embeddings	Bumblebee (local GPU)	Ollama (optional)
	License	GPL-3.0	MIT
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    Ragex Comprehensive Demo: Product Cart Application

This demo showcases Ragex's powerful code analysis and AI-enhanced capabilities using a deliberately mediocre product cart application. The code contains numerous quality issues that Ragex can detect, analyze, and help improve.
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Demo Overview
Goal: Demonstrate Ragex's comprehensive analysis capabilities on a realistic e-commerce cart system with intentional quality issues.
Technologies:
	Elixir application (product cart)
	5 modules with 500+ lines of problematic code
	Multiple security vulnerabilities
	Code duplication, complexity, and architectural issues

Ragex Features Demonstrated:
	Security vulnerability scanning (Phase 1)
	Code complexity analysis (Phase 2)
	Code smell detection (Phase 3)
	Code duplication detection (Phase 11)
	Dead code analysis (Phase 11)
	Dependency and coupling analysis (Phase 11)
	Impact analysis and refactoring suggestions (Phase 11G)
	AI-enhanced validation and insights (Phases A-C)


Project Setup
1. Navigate to Demo Directory
cd examples/product_cart

2. Analyze the Codebase
First, let Ragex analyze and index the codebase:
# From ragex root directory
mix ragex.analyze --path examples/product_cart/lib

This builds the knowledge graph, creates embeddings, and prepares the codebase for analysis.

Code Quality Issues Present
The demo application intentionally includes:
Security Issues (8+)
	Hardcoded API keys and secrets (lines with sk_live_, pk_live_, etc.)
	Unsafe deserialization with :erlang.binary_to_term (Cart.ex:142)
	Weak cryptography using MD5 hashing (Cart.ex:236, Product.ex:157)
	Potential code injection vulnerabilities

Code Complexity (High)
	Cart.add_item/4: 56 lines, nesting depth 6, cyclomatic complexity 10+
	Cart.update_item/4: 56 lines, nearly identical structure
	Cart.checkout/8: 68 lines, 8 parameters, nesting depth 8+
	Product.create_product/6: 66 lines, 6 parameters, nesting depth 6
	Product.update_product/7: 62 lines, 7 parameters

Code Smells (15+)
	Long Functions: checkout/8, add_item/4, create_product/6
	Deep Nesting: 6-8 levels in multiple functions
	Magic Numbers: 50, 100, 200, 0.1, 0.15, 0.2, 10000 hardcoded everywhere
	Complex Conditionals: Multiple or chains, nested if statements
	Long Parameter Lists: checkout/8 (8 params), create_order/13 (13 params)

Code Duplication (Severe)
	Discount calculation logic duplicated 4 times (Cart.ex, Product.ex)
	Validation logic duplicated between add_item and update_item
	Category validation duplicated
	Price calculation duplicated

Dead Code (4 functions)
	Cart.old_calculate_discount/1 - never called
	Cart.legacy_validate_cart/1 - never called
	Product.old_price_calculator/1 - never called
	Product.legacy_category_validator/1 - never called

Tight Coupling
	Product module directly depends on Cart, Inventory, Pricing, Analytics
	High efferent coupling (outgoing dependencies)
	Difficult to test in isolation


Ragex Analysis Walkthrough
Step 1: Security Vulnerability Scan
MCP Tool: scan_security
Command (via MCP client):
{
  "name": "scan_security",
  "arguments": {
    "path": "examples/product_cart/lib",
    "severity": ["medium", "high", "critical"]
  }
}
Expected Results:
Security Scan Results
=====================
Total Issues: 8
Critical: 2 | High: 3 | Medium: 3

CRITICAL Issues:
1. File: lib/product_cart/cart.ex:142
   Type: unsafe_deserialization
   CWE: CWE-502
   Description: Unsafe deserialization with :erlang.binary_to_term
   Recommendation: Use safe deserialization with validation

2. File: lib/product_cart/cart.ex:19
   Type: hardcoded_secret
   CWE: CWE-798
   Pattern: sk_live_1234567890abcdef
   Description: Hardcoded API key in source code
   Recommendation: Use environment variables or secret management

HIGH Issues:
3. File: lib/product_cart/cart.ex:236
   Type: weak_crypto
   CWE: CWE-327
   Description: MD5 used for cryptographic purposes
   Recommendation: Use SHA256 or stronger

4. File: lib/product_cart/cart.ex:145
   Type: hardcoded_secret
   Pattern: pk_live_abcdef123456

5. File: lib/product_cart/product.ex:15
   Type: hardcoded_secret
   Pattern: vendor_secret_key_12345

MEDIUM Issues:
6-8. Additional secret exposures in Product module
Key Insights:
	2 critical vulnerabilities requiring immediate attention
	All secrets should be moved to environment variables
	MD5 hashing is cryptographically broken


Step 2: Code Complexity Analysis
MCP Tool: find_complex_code
Command:
{
  "name": "find_complex_code",
  "arguments": {
    "path": "examples/product_cart/lib",
    "min_complexity": 10
  }
}
Expected Results:
Complex Functions
=================
Total: 5 functions exceed complexity threshold

1. ProductCart.Cart.checkout/8
   Cyclomatic Complexity: 15
   Cognitive Complexity: 28
   Lines of Code: 68
   Nesting Depth: 8
   Issues: Multiple responsibilities, deep nesting, long parameter list

2. ProductCart.Cart.add_item/4
   Cyclomatic Complexity: 12
   Cognitive Complexity: 18
   Lines of Code: 56
   Nesting Depth: 6
   Issues: Deep validation nesting, duplicated logic

3. ProductCart.Cart.update_item/4
   Cyclomatic Complexity: 12
   Cognitive Complexity: 18
   Lines of Code: 56
   Issues: Nearly identical to add_item/4 (code duplication)

4. ProductCart.Product.create_product/6
   Cyclomatic Complexity: 11
   Cognitive Complexity: 20
   Lines of Code: 66
   Issues: Tight coupling, deep nesting, duplicated validation

5. ProductCart.Product.update_product/7
   Cyclomatic Complexity: 10
   Cognitive Complexity: 19
   Lines of Code: 62
   Issues: Duplicates create_product logic
Halstead Metrics (for checkout/8):
Volume: 892.3
Difficulty: 47.2
Effort: 42,116
Time to Understand: ~39 minutes
Estimated Bugs: 0.3

Step 3: Code Smell Detection
MCP Tool: detect_smells
Command:
{
  "name": "detect_smells",
  "arguments": {
    "path": "examples/product_cart/lib",
    "severity": ["high", "critical"]
  }
}
Expected Results:
Code Smells Detected
====================
Total: 18 smells | Critical: 3 | High: 9 | Medium: 6

CRITICAL Smells:
1. Long Function: Cart.checkout/8 (68 statements)
   Threshold: 50 statements
   Suggestion: Extract validation, order creation, and notification logic

2. Deep Nesting: Cart.checkout/8 (8 levels)
   Threshold: 4 levels
   Suggestion: Use early returns, guard clauses, or with statements

3. Long Parameter List: Cart.checkout/8 (8 parameters)
   Threshold: 5 parameters
   Suggestion: Group parameters into structs

HIGH Smells:
4. Deep Nesting: Cart.add_item/4 (6 levels)
5. Long Function: Product.create_product/6 (66 statements)
6. Deep Nesting: Product.create_product/6 (6 levels)
7. Magic Numbers: Cart.add_item/4 (50, 100, 200, 0.1, 0.15, 0.2)
8. Complex Conditionals: Multiple or-chains in conditionals
9-12. Additional smells in update functions

MEDIUM Smells:
13-18. Magic numbers throughout both modules

Step 4: Code Duplication Detection
MCP Tool: find_duplicates
Command:
{
  "name": "find_duplicates",
  "arguments": {
    "path": "examples/product_cart/lib",
    "threshold": 0.85
  }
}
Expected Results:
Code Duplication Analysis
=========================
Total Duplicate Blocks: 6

EXACT DUPLICATES (Type I):
1. Discount Calculation Logic (100% match)
   Locations:
   - Cart.add_item/4 (lines 34-46)
   - Cart.update_item/4 (lines 96-108)
   - Product.create_product/6 (lines 23-35)
   - Product.update_product/7 (lines 89-101)
   Lines: 13 each
   Suggestion: Extract to calculate_discount/1 function

NEAR-MISS DUPLICATES (Type III - 92% similarity):
2. Validation Logic
   Locations:
   - Cart.add_item/4 (lines 13-17)
   - Cart.update_item/4 (lines 70-74)
   - Product.create_product/6 (lines 11-13)
   - Product.update_product/7 (lines 78-80)
   Suggestion: Extract to validate_input/4

3. Complex Conditional Patterns (88% similarity)
   Locations:
   - Cart.checkout/8 (line 137)
   - Product.create_product/6 (line 41)
   - Product.update_product/7 (line 106)
   Suggestion: Use Enum membership checks or pattern matching

SEMANTIC DUPLICATES (Type IV):
4. ID Generation Functions
   - Cart.generate_id/0
   - Product.generate_product_id/0
   Both use MD5 hashing pattern
   Suggestion: Create shared utility module
Semantic Search for similar patterns:
{
  "name": "find_similar_code",
  "arguments": {
    "code_snippet": "if subtotal > 50 do",
    "threshold": 0.8
  }
}
Results show 4 locations with nearly identical discount logic.

Step 5: Dead Code Detection
MCP Tool: find_dead_code
Command:
{
  "name": "find_dead_code",
  "arguments": {
    "path": "examples/product_cart/lib"
  }
}
Expected Results:
Dead Code Analysis
==================
Total Dead Functions: 4

Unused Private Functions:
1. ProductCart.Cart.old_calculate_discount/1
   Lines: 199-206
   Reason: No callers found in codebase
   Confidence: High (100%)

2. ProductCart.Cart.legacy_validate_cart/1
   Lines: 209-211
   Reason: No callers found
   Confidence: High (100%)

3. ProductCart.Product.old_price_calculator/1
   Lines: 141-147
   Reason: No callers found
   Confidence: High (100%)

4. ProductCart.Product.legacy_category_validator/1
   Lines: 151-153
   Reason: No callers found
   Confidence: High (100%)

Total Lines of Dead Code: 28
Estimated Savings: 7% of codebase

Recommendation: Safe to remove all 4 functions after verification

Step 6: Dependency & Coupling Analysis
MCP Tool: analyze_dependencies
Command:
{
  "name": "analyze_dependencies",
  "arguments": {
    "module": "ProductCart.Product"
  }
}
Expected Results:
Dependency Analysis: ProductCart.Product
========================================

Efferent Coupling (Outgoing): 4 modules
- ProductCart.Cart
- ProductCart.Inventory
- ProductCart.Pricing
- ProductCart.Analytics

Afferent Coupling (Incoming): 1 module
- ProductCart.Cart

Instability: 0.8 (High)
Formula: Ce / (Ce + Ca) = 4 / (4 + 1)

Issues:
- High efferent coupling indicates tight dependencies
- Product module knows too much about other modules
- Changes in dependencies will ripple to Product
- Difficult to test in isolation

Recommendations:
1. Introduce dependency injection via behavior contracts
2. Use structs/protocols instead of direct module calls
3. Consider extracting shared logic to a service layer
4. Reduce coupling by using message passing patterns
Circular Dependencies:
{
  "name": "find_circular_dependencies",
  "arguments": {}
}
No circular dependencies detected (good!), but coupling is still high.
Coupling Report:
{
  "name": "coupling_report",
  "arguments": {
    "threshold": 3
  }
}
Results:
High Coupling Detected
======================
ProductCart.Product: 4 outgoing dependencies (exceeds threshold of 3)
- Consider refactoring to reduce coupling
- Use interfaces/behaviors for abstraction

Step 7: Impact Analysis
MCP Tool: analyze_impact
Command:
{
  "name": "analyze_impact",
  "arguments": {
    "module": "ProductCart.Cart",
    "function": "add_item",
    "arity": 4
  }
}
Expected Results:
Impact Analysis: Cart.add_item/4
=================================

Direct Callers: 0 (no internal callers found)
Indirect Callers: 0
Files Affected: 1 (cart.ex)

Risk Assessment:
- Change Risk: LOW (no internal callers)
- Test Coverage: Unknown (no tests in demo)
- Complexity Risk: HIGH (cyclomatic complexity: 12)
- Coupling Risk: MEDIUM (calls 2 external functions)

Overall Risk Score: MEDIUM (6.5/10)

Recommendations:
1. Add tests before refactoring
2. Extract nested logic to reduce complexity
3. Consider using `with` for validation chain
4. Move discount calculation to separate module

Estimated Refactoring Effort: 2-3 hours
- Extract functions: 30 min
- Write tests: 1 hour
- Refactor conditionals: 1 hour
- Code review: 30 min

Step 8: Automated Refactoring Suggestions
MCP Tool: suggest_refactorings
Command:
{
  "name": "suggest_refactorings",
  "arguments": {
    "path": "examples/product_cart/lib",
    "priority": "high"
  }
}
Expected Results:
Automated Refactoring Suggestions
==================================
Found 8 refactoring opportunities (showing top 5 by priority)

1. EXTRACT_FUNCTION: Discount Calculation Logic
   Priority: CRITICAL (score: 9.2/10)
   Benefit: Eliminates 4 exact duplicates
   Impact: 4 files affected
   Risk: Low (pure calculation)
   Effort: 1 hour
   Confidence: 95%
   
   Target: Cart.ex lines 34-46 (and 3 other locations)
   Suggested Name: calculate_discount/1
   Parameters: [subtotal]
   Return Type: number
   
   Step-by-Step Plan:
   a. Create new function calculate_discount/1 in shared module
   b. Replace 4 duplicate blocks with function call
   c. Add tests for edge cases
   d. Verify all call sites work correctly
   
   RAG Context: Discount logic follows standard tiered pricing pattern.
                Consider making thresholds configurable.

2. INLINE_FUNCTION: Dead Code Removal
   Priority: HIGH (score: 8.5/10)
   Benefit: Removes unused code, improves maintainability
   Impact: 2 files, 4 functions
   Risk: None (no callers)
   Effort: 15 minutes
   
   Targets:
   - Cart.old_calculate_discount/1
   - Cart.legacy_validate_cart/1
   - Product.old_price_calculator/1
   - Product.legacy_category_validator/1
   
   Plan: Safe to delete immediately

3. EXTRACT_FUNCTION: Validation Logic
   Priority: HIGH (score: 8.1/10)
   Benefit: Reduces nesting, improves readability
   Impact: 4 functions affected
   Risk: Low
   Effort: 2 hours
   
   Target: Nested if statements in add_item, update_item, etc.
   Suggested: validate_cart_params/4, validate_product_params/6
   Pattern: Use `with` statement or early returns
   
   RAG Context: Elixir best practice is to use `with` for validation chains

4. REDUCE_COUPLING: Product Module Dependencies
   Priority: HIGH (score: 7.8/10)
   Benefit: Reduces instability from 0.8 to ~0.5
   Impact: Product module and 4 dependencies
   Risk: Medium (requires interface changes)
   Effort: 4 hours
   
   Plan:
   a. Define behavior contracts (protocols)
   b. Inject dependencies instead of direct calls
   c. Update tests to use mocks
   d. Refactor call sites
   
   RAG Context: Consider using GenServer or Agent for state management

5. SIMPLIFY_COMPLEXITY: Cart.checkout/8
   Priority: HIGH (score: 7.5/10)
   Benefit: Reduces cognitive load from 28 to ~12
   Impact: 1 function (68 lines)
   Risk: Medium (complex logic)
   Effort: 3 hours
   
   Suggested Actions:
   a. Extract validate_checkout_params/8
   b. Extract create_and_process_order/3
   c. Extract send_notifications/2
   d. Use `with` for validation chain
   e. Add struct for checkout parameters
   
   RAG Context: Phoenix best practice is to use changesets for validation
Explain Specific Suggestion:
{
  "name": "explain_suggestion",
  "arguments": {
    "suggestion_id": "extract_function_discount_calc"
  }
}
Returns detailed explanation with code examples and benefits analysis.

AI-Enhanced Features
Feature 1: AI-Enhanced Validation (Phase B)
When Ragex detects syntax errors or validation issues, it provides AI-powered explanations:
Example validation error in refactoring:
Validation Error: Syntax error at line 45

AI Explanation:
--------------
The error occurs because the 'end' keyword is missing after the 'if' statement.
In Elixir, all control structures (if, case, cond) must be closed with 'end'.

Context: Your nested if statements have 6 levels of nesting. This makes it
easy to miss closing keywords.

Suggestion: Consider refactoring to use 'with' statement:
  with {:ok, _} <- validate_cart(cart),
       {:ok, _} <- validate_quantity(quantity),
       {:ok, _} <- validate_price(price) do
    # success path
  else
    {:error, reason} -> {:error, reason}
  end

This reduces nesting and makes validation logic clearer.
Feature 2: AI Refactoring Preview (Phase B)
MCP Tool: preview_refactor (with AI commentary)
Command:
{
  "name": "preview_refactor",
  "arguments": {
    "operation": "extract_function",
    "params": {
      "module": "ProductCart.Cart",
      "source_function": "add_item",
      "source_arity": 4,
      "new_function": "calculate_discount",
      "line_start": 34,
      "line_end": 46
    }
  }
}
AI-Enhanced Response:
Refactoring Preview: Extract Function
======================================

AI Analysis:
-----------
This refactoring will extract the discount calculation logic into a
separate function, eliminating 4 exact duplicates across the codebase.

Risk Assessment:
- Overall Risk: LOW (3/10)
- Pure calculation with no side effects
- No external dependencies
- Easy to test in isolation

Benefits:
- Reduces code duplication by 52 lines
- Improves maintainability
- Makes discount logic configurable in one place
- Follows Single Responsibility Principle

Recommendations:
1. Consider making discount thresholds configurable (50, 100, 200)
2. Add type specs for better documentation
3. Consider using a struct for discount tiers
4. Write property-based tests for edge cases

Potential Issues:
- None identified

Confidence: 95%

Would you like to proceed? (yes/no)
Feature 3: AI Dead Code Refiner (Phase C)
Reduces false positives in dead code detection using AI reasoning:
Command:
{
  "name": "find_dead_code",
  "arguments": {
    "path": "examples/product_cart/lib",
    "ai_refine": true
  }
}
AI-Enhanced Results:
Dead Code Analysis (AI-Refined)
================================

Confirmed Dead Code (High Confidence):
1. Cart.old_calculate_discount/1
   AI Reasoning: Function name suggests legacy code. No callers found.
                 Similar logic exists in duplicated inline code.
                 Safe to remove.

2. Cart.legacy_validate_cart/1
   AI Reasoning: Prefix "legacy_" indicates deprecated code. No usage.
                 Modern validation exists in calling functions.
                 Safe to remove.

3. Product.old_price_calculator/1
   AI Reasoning: Duplicate of old_calculate_discount pattern.
                 No callers. Safe to remove.

4. Product.legacy_category_validator/1
   AI Reasoning: Simple list membership check. Replaced by inline logic
                 in create_product and update_product.
                 Safe to remove.

False Positives Avoided:
- send_confirmation_email/2, send_sms_notification/2: Appear unused but
  are actually called in checkout/8. AI detected these as false positives.
Feature 4: AI Semantic Clone Detection (Phase C)
Detects Type IV (semantic) clones using AI analysis:
Command:
{
  "name": "find_duplicates",
  "arguments": {
    "path": "examples/product_cart/lib",
    "ai_analyze": true
  }
}
AI-Enhanced Results:
Semantic Clone Detection (AI-Powered)
======================================

Type IV Clone Detected:
Functions with different implementations but similar purpose:

1. Cart.generate_id/0 and Product.generate_product_id/0
   Similarity: Semantic (95%)
   
   AI Analysis:
   Both functions generate unique identifiers using:
   - MD5 hashing (weak crypto)
   - Erlang unique integer
   - Base16 encoding
   
   Despite different variable names and string prefixes, they serve
   the same purpose and use the same flawed algorithm.
   
   Recommendation:
   - Consolidate into shared generate_id/1 utility
   - Replace MD5 with secure random generation (e.g., UUID)
   - Consider Ecto.UUID.generate() for production use

2. Validation patterns across modules
   Similar intent: Parameter validation with nested if statements
   
   AI Analysis:
   Multiple functions implement similar validation logic:
   - Range checks (quantity > 0, price > 0)
   - Length constraints
   - Nil checks
   
   Pattern detected across 6 functions. Suggest extracting to
   shared validation module or using Ecto changesets.
Feature 5: AI Architectural Insights (Phase C)
MCP Tool: analyze_dependencies (with AI insights)
Command:
{
  "name": "analyze_dependencies",
  "arguments": {
    "module": "ProductCart.Product",
    "ai_insights": true
  }
}
AI-Enhanced Response:
Dependency Analysis with AI Insights
=====================================

Module: ProductCart.Product
Instability: 0.8 (High)

AI Architectural Analysis:
--------------------------
The Product module exhibits characteristics of a "God Object" anti-pattern:
- Directly depends on 4 different modules
- Performs multiple responsibilities (pricing, inventory, analytics)
- High instability indicates fragility to upstream changes

Observed Patterns:
1. Service Locator Anti-Pattern
   - Directly calling multiple service modules
   - Tight coupling reduces testability
   - Violates Dependency Inversion Principle

2. Missing Abstraction Layer
   - No interfaces/behaviors between Product and services
   - Makes mocking difficult in tests
   - Changes in service APIs break Product module

AI Recommendations:
-------------------
Refactoring Strategy (Effort: 6-8 hours):

1. Introduce Behavior Contracts (2 hours)
   Define protocols:
   @behaviour PricingService
   @behaviour InventoryService
   @behaviour AnalyticsService

2. Dependency Injection (2 hours)
   Pass services as function parameters or use Application config:
   def create_product(params, pricing: Pricing, inventory: Inventory)

3. Extract Product Service Layer (3 hours)
   Create ProductService module that orchestrates calls:
   ProductService.create_product(params, services)

4. Testing improvements (1 hour)
   Use Mox or Hammox for behavior-based mocking

Expected Benefits:
- Instability reduced from 0.8 to ~0.3
- Test coverage improves (mockable dependencies)
- Easier to swap implementations
- Follows SOLID principles

Example Code:
-------------
# Before (tight coupling)
pricing_data = Pricing.calculate_price(...)
inventory = Inventory.check_availability(...)

# After (dependency injection)
pricing_data = pricing_service.calculate_price(...)
inventory = inventory_service.check_availability(...)

Refactoring Recommendations
Based on Ragex analysis, here's a prioritized refactoring plan:
Phase 1: Security (CRITICAL - 1 day)
	Remove hardcoded secrets - 2 hours
	Move all API keys to environment variables
	Use config/runtime.exs for configuration
	Add secrets management documentation


	Fix unsafe deserialization - 2 hours
	Replace :erlang.binary_to_term with safe alternative
	Add input validation before deserialization
	Use structured data (JSON/structs) instead


	Replace weak cryptography - 1 hour
	Replace MD5 with SHA256 or UUID
	Use :crypto.strong_rand_bytes for random generation
	Add tests for ID uniqueness



Phase 2: Code Duplication (HIGH - 1 day)
	Extract discount calculation - 2 hours
	Create shared DiscountCalculator module
	Make thresholds configurable
	Add comprehensive tests


	Extract validation logic - 3 hours
	Create validation module or use Ecto changesets
	Replace nested ifs with with statements
	Add validation tests


	Consolidate ID generation - 1 hour
	Create shared IDGenerator utility
	Use secure random generation



Phase 3: Complexity Reduction (HIGH - 2 days)
	Refactor Cart.checkout/8 - 4 hours
	Extract validation functions
	Extract order processing logic
	Extract notification logic
	Reduce parameter count with struct


	Refactor Cart.add_item/4 and update_item/4 - 3 hours
	Extract shared logic
	Use early returns or with
	Reduce nesting from 6 to 2 levels


	Refactor Product functions - 3 hours
	Similar treatment as Cart
	Extract shared validation
	Reduce duplication



Phase 4: Architecture (MEDIUM - 2 days)
	Reduce coupling in Product module - 6 hours
	Define behavior contracts
	Implement dependency injection
	Create ProductService orchestrator
	Update tests with mocks


	Extract shared utilities - 2 hours
	Create Validation module
	Create DiscountCalculator module
	Create IDGenerator module



Phase 5: Clean Up (LOW - 1 hour)
	Remove dead code - 30 minutes
	Delete 4 unused functions
	Clean up comments


	Add documentation - 30 minutes
	Add @doc for public functions
	Add @spec type specifications
	Update module documentation



Expected Outcomes
Metrics Before:
	Total Lines: ~500
	Average Complexity: 12
	Code Duplication: 52 lines (10%)
	Security Issues: 8
	Dead Code: 28 lines
	Test Coverage: 0%

Metrics After:
	Total Lines: ~380 (24% reduction)
	Average Complexity: 5 (58% improvement)
	Code Duplication: 0 lines (100% elimination)
	Security Issues: 0 (100% fixed)
	Dead Code: 0 lines
	Test Coverage: 85%+

Maintainability Improvements:
	Cognitive load reduced by 65%
	Time to understand code: 39 min → 12 min
	Coupling reduced from 0.8 to 0.3
	All code smells eliminated


Conclusions
Ragex Capabilities Demonstrated
	Security Analysis (Phase 1)
	Detected 8 vulnerabilities with CWE mapping
	Identified hardcoded secrets, weak crypto, unsafe deserialization
	Provided actionable remediation advice


	Complexity Metrics (Phase 2)
	Computed cyclomatic, cognitive, and Halstead metrics
	Identified functions exceeding complexity thresholds
	Estimated maintenance effort and bug probability


	Code Smell Detection (Phase 3)
	Found 18 smells across 5 types
	Provided severity ratings and thresholds
	Suggested specific refactoring actions


	Code Duplication (Phase 11)
	Detected exact, near-miss, and semantic clones
	Found 4 instances of identical 13-line blocks
	Suggested extraction and consolidation


	Dead Code Detection (Phase 11)
	Identified 4 unused functions with high confidence
	Calculated 7% potential code reduction
	AI refinement eliminated false positives


	Dependency Analysis (Phase 11)
	Computed coupling metrics (instability: 0.8)
	No circular dependencies (good)
	Identified architectural issues


	Impact Analysis (Phase 11)
	Risk scoring for proposed changes
	Effort estimation for refactoring
	Test discovery and coverage gaps


	Automated Suggestions (Phase 11G)
	Generated 8 prioritized refactoring opportunities
	Provided step-by-step action plans
	RAG-powered contextual advice


	AI Enhancements (Phases A-C)
	Validation error explanations
	Refactoring preview with risk assessment
	False positive reduction
	Semantic clone detection
	Architectural insights



Why Ragex is Powerful
Comprehensive Analysis:
	Combines static analysis, graph algorithms, ML embeddings, and AI
	Detects issues across security, quality, architecture, and maintainability
	Provides both breadth (many issue types) and depth (detailed insights)

Actionable Intelligence:
	Not just problem detection - suggests specific solutions
	Priority ranking helps focus effort
	Effort estimates aid planning
	Step-by-step refactoring guides

AI-Enhanced Understanding:
	Explains complex issues in plain language
	Provides context-aware recommendations
	Learns from codebase patterns via RAG
	Reduces false positives with semantic reasoning

Developer-Friendly:
	MCP protocol integration for IDEs and tools
	Streaming notifications for long operations
	Configurable thresholds and filters
	Beautiful reports in multiple formats

Production Readiness
This demo shows Ragex is production-ready for:
	Pre-commit hooks (security, complexity checks)
	CI/CD pipelines (quality gates)
	Code review automation (suggestions, impact analysis)
	Technical debt tracking (dead code, duplication, smells)
	Refactoring planning (impact analysis, effort estimation)
	Developer education (AI explanations, best practices)

Next Steps:
Try Ragex on your own codebase and discover what issues are hiding in plain sight!

Running the Demo
Prerequisites
# Ensure Ragex is compiled
mix deps.get
mix compile

# Start the MCP server (optional, for interactive demo)
mix ragex.server

Quick Demo Script
# From ragex root directory
cd examples/product_cart

# Run all analyses (see run_demo.sh)
./run_demo.sh

# Or run individual analyses
mix ragex.analyze --path lib
mix ragex.security --path lib
mix ragex.quality --path lib
mix ragex.suggestions --path lib

Interactive Demo (via MCP)
Use any MCP client (Claude Desktop, Cursor, etc.) to interactively explore
the codebase using Ragex's 45 MCP tools.
Example workflow:
	scan_security - Find vulnerabilities
	find_duplicates - Detect code clones
	suggest_refactorings - Get improvement plan
	preview_refactor - See AI-enhanced preview
	analyze_impact - Assess change risk
	Execute refactoring with confidence!
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